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ALGORITHMS FOR GRAPHS ON SURFACES

Foreword and introduction

a prominent role in the deep theories of knots and three-manifolds;

Foreword and introduction

there are also many algorithmic questions in these areas;



in

graph algorithms,

many general graph problems become easier

when restricted to planar graphs (shortest path, ow and cut, minimum spanning trees, vertex cover, graph isomorphism, etc.). Graphs
on surfaces stand in-between: to which extent do planar techniques
apply?

Foreword



in

graph theory,

the theory of graph minors founded by Robertson

and Seymour makes heavy use of graphs embeddable on a xed surThese notes are certainly not in nal shape, and comments by e-mail are

face, as well as graphs excluding a xed minor. Edge-width and face-

welcome.

width are closely related to the notion of shortest non-contractible

The course may depart from these notes both in content and

presentation.

cycle.

It is strongly recommended to work on the exercises.

Each exercise is

labeled with one to three stars, supposed to be an indication of its

portance

In addition, various computational tools are needed in applications han-

im-

dling surfaces, though we will not describe them in this course:

(in particular, depending on whether it is used later), not of its



diculty.

in

computer graphics, for texture mapping, morphing, and visualiza-

tion;



Introduction

in

mesh processing and numerical analysis, to remesh, simplify topo-

logically, approximate, and compress a surface;



in

topological analysis, to build a hierarchical description of a shape,

This is an introduction to the computational aspects of surfaces and graphs

distinguish (un)signicant features, and compare topological features

drawn on them. This topic has been a subject of active research, especially

of two shapes (although this applies usually to higher-dimensional

over the last decade, and is related to rather diverse elds and communities:

geometric data);



Operations in geometric spaces such as decomposition,

computer-aided geometric design (CAGD) and geometric modelling.

extraction of important features, and shortest path computation are

This course is very far from surveying all these aspects. We aim at pre-

basic computational geometry tasks that are relevant in particular

senting recent results in computational geometry on this subject; for this

in

computational geometry,

plications.

for surfaces, usually embedded in



in

R3 ,

or even planar surfaces;

First
2012.

version

published

Latest

version

algo-graphs-surfaces.pdf.

December
available

1,
at

2008.

Date

of

this

general interest.

Surfaces play
version:

in

purpose, many tools and concepts need to be introduced, which are of

topology, the classication of surfaces, as discovered in the begin-

ning of the 20th century, is inherently algorithmic.

19,



surfaces arise naturally in various ap-

The rst chapter introduces planar graphs from the algorithmic point of
view; it serves as a warm-up to the case of graphs on surfaces. We then

March

http://www.di.ens.fr/~colin/cours/

introduce surfaces, from the topological and computational points of view
(Chapters 2 and 3). Algorithms using the cut locus to build short curves
and decompositions of surfaces are presented in Chapter 4.

2

Chapter 5
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introduces more advanced notions of topology.

1.

Planar graphs

All these techniques are

Chapter 1

combined in Chapter 6 to provide algorithms to shorten curves up to deformation.
Only a part of the material covered in this course appeared in textbooks.

Planar graphs

For further reading or dierent expositions, mostly on the combinatorial
aspects, recommended books are Armstrong [3], Mohar and Thomassen [57],
and Stillwell [67]. For the algorithmic aspects and a wider perspective, see
the very recent course notes by Erickson [27].

Acknowledgments

1.1 Topology
1.1.1 Preliminaries on topology

I would like to thank several people who suggested some corrections: Je
Erickson, Francis Lazarus, Arthur Milchior, and Vincent Pilaud.

We assume some familiarity with basic topology, but we recall some denitions nonetheless.

topological space is a set X with a collection of subsets of X , called open
sets, satisfying the three following axioms:

A



the empty set and



any union of open sets is open;



any nite intersection of open sets is open.

X

are open;

There is, in particular, no notion of metric (or distance, angle, area) in a
topological space. The open sets give merely an information of

hood :
ing

x.

a neighborhood of

x∈X

neighbor-

is a set containing an open set contain-

This is already a lot of information, allowing to dene continuity,

homeomorphisms, connectivity, boundary, isolated points, dimension. . . .
Specically, a map

f :X →Y

is

f : X → Y
−1
inverse f

is also continuous. A point of detail, ruling out pathological

is a

homeomorphism

and

Y

if the inverse image of any

f

is an open set. If

X

continuous

open set by

are two topological spaces, a map

if it is continuous, bijective, and if its

spaces: the topological spaces considered in these notes are assumed to be

Hausdor,
hoods.

3

which means that two distinct points have disjoint neighbor-
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1.

A space

X,

X

X

a and b.

whose endpoints are

of a topological space

X

relation on

dened by:

a

if it is non-empty and, for any points

there exists a path in

components

X

a

and

b.

The

and

b

in

connected

are the classes of the equivalence

a is equivalent to b if there exists a path between
X is disconnected (or separated ) by Y ⊆ X if

A topological space

and only if
of

connected 1

is

Planar graphs

X \Y

X\Y

are

is not connected; points in dierent connected components

separated

by

Y.

1.1.2 Graph embeddings
Figure 1.1. The stereographic projection.

In this course, unless noted otherwise, all graphs are undirected and nite
but may have loops and multiple edges.

Example 1.1. Most of the topological spaces here are endowed with a

A graph yields naturally a topological space:

natural metric, which should be forgotten, but dene the topology:

 Rn (n ≥ 1);
 the n-dimensional

sphere

Sn,

i.e., the set of unit vectors of



Rn+1 ;





n
n
the n-dimensional ball B , i.e., the set of vectors in R of norm at
1
most 1; in particular B = [−1, 1] and [0, 1] are homeomorphic;



2
the set of lines in R , or more generally the
k -dimensional vector spaces in Rn .

Exercise 1.2 (stereographic projection).

homeomorphic to

S2

99

An

Grasmannian, the set of

compact
path

and

in

p(1).

Its

be a topological space homeomorphic to

G

of

G

in a topological space

X,

(Indication: see

Y

endpoints of

on

Y,

e
e,

which associates to each edge

ΓV

and

Xe0

G.

Y.

Said dierently, it is a

being the data of two maps:

which associates to each vertex of

images by

Xe

is a continuous one-to-one

(viewed as a topological space) to

G

[0, 1];

Xe ;

identify (quotient topology), in

embedding
 ΓV ,
 ΓE ,

Prove that the plane is

with an arbitrary point removed.

X



The

equals its closure minus its interior. A topological space

if any set of open sets whose union is

X

e, e0 ,

e, let Xe

be the disjoint union of the

of the endpoints of

G

of

a point of

G

a path in

X;
X

between the

in such a way that:

whose union is still
A

for

map from

closure of a subset
of X is the (unique) smallest closed set containing it. The interior of a
subset of X is the (unique) largest open set contained in it. The boundary
is

X

crossing-free drawing of

closed set in X is the complement of an open set.

of a subset of

let

if these endpoints correspond to the same vertex in

Figure 1.1.)
A

for each edge

X

points of



X


for each edge

one-to-one (two distinct vertices are sent to distinct

e, the relative interior of ΓE (e) is one-to-one (the image

for all distinct edges

e

and

e0 ,

the relative interiors of

ΓE (e)

ΓE (e0 ) are disjoint (two edges cannot cross);

p : [0, 1] → X ; its endpoints are p(0)
the image by p of the open interval (0, 1).

is a continuous map
is

ΓV is
X );

of an edge is a simple path, except possibly at its endpoints);

admits a nite subset

X.

relative interior

the map

1

4

In this course, the only type of connectivity considered is path connectivity.

and
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1.

e and for each vertex v , the relative interior
meet ΓV (v) (no edge passes through a vertex).

for each edge
does not

of

Planar graphs

1.2 Combinatorics

ΓE (e)

When we speak of embedded graphs, we sometimes implicitly identify the

So far, we have considered curves and graph embeddings in the plane

graph, its embedding, and the image of its embedding.

that are rather general. In the rest of these notes, we will need to make
some assumptions: Each curve, and each edge of a graph embedding, is

piecewise-linear.

1.1.3 Planar graphs and the Jordan curve theorem

objects like space-lling curves, which admit no tubular neighborhood.

In the remaining part of this chapter, we only consider embeddings of
graphs into the sphere

planar

A graph is

S2

or the plane

R2 .

if it admits an embedding into the plane.

1.2.1 Combinatorial representations of planar graph embeddings

By Exer-

cise 1.2, this is equivalent to the existence of an embedding into the sphere

S2.
The

This allows to assume that the complement of an em-

bedding are well-behaved. In particular, this restriction rules out bizarre

We now focus on the combinatorial properties of cellular graph embeddings

faces

of a graph embedding are the connected components of the

in the sphere.

Since we are not interested in the geometric properties,

complement of the image of the vertices and edges of the graph.

it suces to specify how the faces are glued together, or alternately

Here are the most-often used results in the area.

the cyclic order of the edges around a vertex. Embeddings of graphs on
the plane are treated similarly:

Let G be
2
2
2
a graph embedded on S (or R ). Then G disconnects S if and only if it
contains a cycle.

Theorem 1.3 (Jordan curve theorem, reformulated; see [70]).

the plane.
An algorithmically sound way of representing combinatorially a cellular

Let f : → be
a one-to-one continuous map. Then S 2 \ f (S 1 ) is homeomorphic to two
disjoint copies of the open disk.

Theorem 1.4 (JordanSchönies theorem; see [70]).

S1

just choose a distinguished face of the

2
embedding into S , representing the innite face of the embedding in

S2

graph embedding in
notion is the

ag,

S2

is via

maps,

which we now describe.

The basic

which represents an incidence between a vertex, an

edge, and a face of the embedding.

Three involutions allow to move to

a nearby ag, and, by iterating, to visit the whole graph embedding; see
These results are, perhaps surprisingly, dicult to prove:

Figure 1.2:

the diculty



comes from the generality of the hypotheses (only continuity is required).
For example, if in the Jordan curve theorem one assumes that

G

is em-



prove.

cellularly embedded



 moves to the ag with the same vertex-edge incidence, but with a
dierent face incidence.

a graph embedded on the sphere is cellularly embedded if and only if it is

2

ei moves to the ag with the same vertex-face incidence, but with a
dierent edge incidence;

if its faces are (homeomorphic to) open

disks. Henceforth, we only consider cellular embeddings. It turns out that
connected.

moves to the ag with the same edge-face incidence, but with a

dierent vertex incidence;

bedded in the plane with polygonal edges, the theorem is not hard to

A graph is

vi

2

may help to use the results of Chapter 2, especially the fact that every face of a graph
embedding is a surface with boundary.

Although this statement should be intuitively clear, it is not so obvious to prove. It

5
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Planar graphs

Example 1.5. Figure 1.3, left, presents code to compute the degree of

a vertex, i.e., the number of vertex-edge incidences of this vertex.

The

function takes as input a ag incident with that vertex. Note that a loop
incident with the vertex makes a contribution of two to the degree. Dually,
on the right, code to compute the degree of a face (the number of edge-face

vi

incidences of this face) is shown.



ei

Each ag also has a pointer to the underlying vertex, edge, and face (called
respectively

vu, eu, fu).

Each such vertex, edge, or face contains no in-

formation on the incident elements, only information needed in the algorithms (we will see examples later). This also allows to test whether two
ags are incident to the same vertex, edge, or face. If needed, one may
similarly put some information in the vertex-edge, edge-face, vertex-face,
and vertex-edge-face incidences.
Figure 1.2.

Note that a ag is not necessarily uniquely dened by its triple (vertex,

The ags are represented as line segments parallel to the edges;

there are four ags per edge. The involutions

vi, ei,

and



edge, and face), as shows the example of a graph with a single vertex and

on the thick ag are

a single (loop) edge.

also shown.

The

complexity

of a graph

G = (V, E)

is

|V | + |E|.

The

complexity

of a

cellular graph embedding is the total number of ags involved, which is
linear in the number of edges (every edge bears four ags), and also in the
number of vertices, edges, and faces. Therefore the complexity of a graph
cellularly embedded in the plane and of one of its embeddings are linearly

int vertex_degree(Flag fl) {
int j=0;
Flag fl2=fl;
do {
++j;
fl2=fl2->ei()->fi();
} while (fl2!=fl);
return j;
}

related.

int face_degree(Flag fl) {
int j=0;
Flag fl2=fl;
do {
++j;
fl2=fl2->ei()->vi();
} while (fl2!=fl);
return j;
}

1.2.2 Duality and Euler's formula
dual graph

G = (V, E) on S 2 is a graph
∗
∗
∗
embedding G dened as follows: put one vertex f of G in the interior
∗
∗
of each face f of G; for each edge e of G, create an edge e in G crossing e
∗
and no other edge of G (if e separates faces f1 and f2 , then e connects
f1∗ and f2∗ ). See Figure 1.4.

A

Figure 1.3. C++ code for degree computation.

of a cellular graph embedding

A dual graph embedding is also cellular. The combinatorial representation
of the dual graph is unique. Actually, with the map representation, dualizing is easy: simply replace

6



with

vi

and vice-versa. This in particular
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Planar graphs

we have v − e + f = 2.
Hence this formula also holds for every embedding of a connected graph
in the plane.

Proof.

Let

T

be the edge set of a spanning tree of

G.

The dual edges of its

∗
complement, (E \ T ) , is also a spanning tree. The number of edges of
∗
is e = |T | + |(E \ T ) |, which, by Exercise 1.6, equals (v − 1) + (f − 1).
Exercise 1.9 (easy direction of Kuratowski's theorem).

the complete graph with 5 vertices,

K5 ,

is not planar.

99

G

Show that

Indication: Use

Euler's formula and double-counting on the number of vertex-edge and
edge-face incidences.
vertices

{vi , wj })
Figure 1.4. Duality.

proves that duality is an involution:
Exercise 1.6 (easy).

v

vertices and

e

999

edges satises

G∗∗ = G.

Let

Every tree (acyclic connected graph) with

v − e = 1.

Let G = (V, E) be a cellular graph embedding in S 2 , and let
=
be its dual graph. Furthermore, let E 0 ⊆ E .
Then (V, E 0 ) is acyclic if and only if (F ∗ , (E \ E 0 )∗ ) is connected. In
particular, (V, E 0 ) is a spanning tree if and only if (F ∗ , (E \ E 0 )∗ ) is a
spanning tree.

and not entering any face other than

E0,

be a cellular embedding of a graph on

S2.

quadrangulation

By overlaying

G

with

G∗ .

If, within each face, we connect

vG

barycentric subdivision

of

with

G

vG ∗ ,

we obtain a

(Figure 1.5).

It also provides another convenient way to visualize the ags and their
operations. Each triangle in the barycentric subdivision corresponds to a
ag. Its three neighbors are the ags reachable via the operations
and

f

.

vi, ei,

1.3 Algorithms

i.e. if

Algorithms for planar graphs take as input a combinatorial representation

S 2 ). For
and f faces,

Corollary 1.8 (Euler's formula for cellular graph embeddings in

every cellular graph embedding in S 2 with v vertices, e edges,

is not planar.

triangulation, called the

Proof.

0
0
and f if and only if f and f are adjacent by some edge not in
∗
0∗ are adjacent in (F ∗ , (E \ E 0 )∗ ).
and only if f and f

G

edge of

(V, E 0 ) is acyclic if and only if S 2 \ E 0 is connected, by the Jordan
2
0
∗
curve theorem 1.3. Furthermore, S \E is connected if and only if (F , (E\
0
∗
0
0
E ) ) is connected: Two points x and x in faces f and f of G can be
E0

(with 6

∗
its dual graph G , we obtain a
: a cellular embedding of
+
a graph G
where each face has degree four. See Figure 1.4. Every face
+ is incident with four vertices: one vertex v of G, one vertex v ∗
of G
G
G
∗
of G , and two vertices that are the intersection of an edge of G and an

(F ∗ , E ∗ )

connected by a path avoiding

K3,3

and 9 edges, connecting every possible pair

1.2.3 Side Note: Barycentric Subdivision

Lemma 1.7.

G∗

Also show that the bipartite graph

v1 , v2 , v3 , w1 , w2 , w3

of an embedding of the graph.

7
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Planar graphs

e yields a cellular graph embedding, denoted by G\e.
The dual operation is contraction : let e be an edge of G that is incident
with two dierent vertices (i.e., that is not a loop), then we may contract e
faces. Then removing

by identifying its two incident vertices; the resulting graph embedding is
denoted by

G/e.

Obviously, these two operations preserve the planarity.

Proof of Theorem 1.10.
tively the set of edges



Let

v

The two following dual rules allow to build induc-

T (G)

be a vertex of

of a minimum spanning tree of

G.

If all edges incident with

v

G:

are loops, then

G has exactly one vertex, so there is a unique, empty, spanning tree.
Otherwise, let e be a minimum-weight edge incident exactly once
with v . Necessarily, edge e belongs to a minimum spanning tree
of G. Hence T (G/e) ∪ e is a minimum spanning tree of G;


let

f

then
Figure 1.5.

G

G.

If all edges incident with

has exactly one face, so

G

G

f

have

f

on both sides,

is a tree, and there is a unique

e be a maximum-weight edge
f . Then e does not belong to a minimum
∗
spanning tree of G (because e belongs to a maximum spanning tree
∗
of G ). It follows that T (G \ e) is a minimum spanning tree of G.
spanning tree,

The barycentric subdivision of the part of the graph shown in

Figure 1.4.

itself. Otherwise, let

incident exactly once with

1.3.1 Minimum spanning tree algorithm

The number of iterations of this algorithm is

G = (V, E) be a cellular graph embedding in S 2 , with a weight function
w : E → R on its edges. Let n be its complexity.

Let

Theorem 1.10.

time.

a vertex

(E \ E 0 )∗

is a

is a minimum spanning tree of

G

degree

999

if

e

be an edge of

G

v

O(1);

(whose existence is guaranteed

v

with

the dual case is similar. Determining which edges incident

are loops takes

vertex incident

Prove that a connected planar graph has either

O(1)

time. If all of them are loops, then the recursion

e that
contracting e can

O(1) time. Also,
O(1) ags to update:
with e has degree O(1).

is not a loop can
be done in

O(1)

this uses the fact that one

O(1) amortized time a vertex or a
For this purpose, we maintain a bucket B (a

It remains to explain how to compute in
face with degree at most three.

list) containing all vertices and faces of degree at most three (and possibly

S2

other vertices and faces, possibly some of them being destroyed in the

into another one. These operations (together with their reverses) are called
Let

O(1)

time, since there are

a vertex or a face with degree at most three.

Euler operations.

with degree

clearly be done in

max imum spanning tree of G∗ (where the weight

We introduce two operations to transform a cellular graph embedding in

f

stops; otherwise, nding a minimum-weight edge

of a dual edge equals the weight of the corresponding primal edge).
Exercise 1.11.

or a face

Assuming we can pick

rithm. Indeed, without loss of generality assume we have a vertex
to

E0 ⊆ E

v

O(n).

by Exercise 1.11) in constant amortized time, we have a linear-time algo-

A minimum spanning tree of G can be computed in O(n)

We note that, by Lemma 1.7,
and only if

be a face of

course of the algorithm after they are put in the bucket).

that is incident with two dierent

all vertices and faces in

8

B.

Initially, put

When contracting or deleting an edge

e,

only

ALGORITHMS FOR GRAPHS ON SURFACES

the degrees of the vertices and faces incident with

1.

e

them in the bucket before contracting or deleting

O(n)

vertices and faces are put into



can change, so we put

e.

Therefore in total

When the algorithm returns, its result is correct. Furthermore, it moves
from vertex to vertex along edges, but it never visits the same vertex twice,

To nd a vertex or face of degree at most three in the current graph, pick
an element of

B,

because

O(1) time whether it still belongs to the current

check in

B

of

O(n) elements
O(n) elements are removed from B , so the total
time spent to nd vertices and faces with degree at most three is O(n).
and proceed with the next element. Since

in total are put in

B,

T

containing

graph and, if so, whether it has degree at most three. If it is not the case,
remove it from

v with the neighbor w of v belonging to the largest
component of T − v .

otherwise, replace
connected

B.

Planar graphs

T −v

is a tree and because, in the second case, the component of

v

containing

w,

and this is at most

1/2.

The running time is thus

proportional to the sum of the degrees of the vertices, which is

also

T −w

has weight at most one minus the weight of the component

O(n).

The second special case considers planar graphs with small radius.

1.3.2 Separators
Let

G

Let G be a weighted planar graph with n vertices and edges.
Let U be a spanning tree of G rooted at some vertex r, such that any vertex
is at distance at most d from r in U . Then a separator for G of size at
most 3d + 1 can be computed in O(n) time.
Lemma 1.13.

be a graph. Here we assume that

G

is

weighted :

every vertex gets

a non-negative weight, and all the weights sum up to at most one. (As an
important special case, one could choose

n

1/n

for the weight of each of the

Proof.

G. However, we will need the general case at some point.)
The weight of G is the sum of the weights of its vertices. A separator for G
is a set S of vertices such that every connected component of G − S has
weight at most 1/2.
vertices of

Without loss of generality, we may assume that

degree one or two and then triangulate every face of degree at least four.
Dene weights on the vertices of the dual graph
of each vertex of

G

graphs.
Let us rst focus on two special cases. The rst one studies separators for

to the dual of exactly one incident face of

t

Let

Let T be a weighted tree with n vertices and edges. In
O(n) time, one can compute a separator for T made of a single vertex.

is the union of the three edges of

Proposition 1.12.

can label each vertex

v

of

T

r.

O(d)
vertex v of

its descendents. This allows to compute in
component of

T − v,

for an arbitrary

at an arbitrary vertex



v

from the vertices of

v

most

and all

d.

T −v

have weight at most

1/2,

Now, starting

return

G.

Now

G∗

c∗ .

Let

S

1/2.

To see this, note that

C

be the subgraph of

G

t together with the three shortest
r. S has at most 3d + 1 vertices.
S

C

of

G−S

that

paths

has weight at

splits the plane into several connected

belongs entirely to a single region.

By the

∗
Jordan curve theorem, the vertices of G inside that region belong to a
∗
∗
single component of T − c and therefore have total weight at most 1/2.
∗
Furthermore, when we assigned weights to G , all the weight of C was

of the tree:

if all components of

to the root

regions (Figure 1.6), and

time the weight of each
degree

t

containing

There remains to prove that each component

Using a traversal of the tree, one

with the sum of the weights of

be the triangle of

G

trees and is the mother of all examples for graph separators.

at an arbitrary vertex

by charging the weight

T ∗ := G∗ − U ∗ is a tree. By Proposition 1.12, we can compute a vertex c∗
∗
∗
∗
of T such that each connected component of T − c has weight at most
1/2.

to show how to compute eciently (optimally) small separators in planar

T

G∗

qualies as a weighted graph.

for ecient divide-and-conquer strategies. The purpose of this section is

Root

is triangulated.

Indeed, we can without harm iteratively remove edges forming faces of

Separators of small size, when they exist, are very useful, and often allow

Proof.

G

charged into that region. In other words,

v;
9

C

has weight at most

1/2.
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T∗
r



G − S0
`0 and `2 .

Any connected component of
conned between levels

S
So let

G0

be the subgraph of

G

of

c∗

G0

`0

G

subgraph of

of level smaller than

G,

`0 .

of

Figure 1.6. The situation in the proof of Lemma 1.13.

One can prove that this result is optimal: Each separator of the

√

rst search tree

√
n× n-

most

G is connected. Let
G. Compute a breadth-rst search tree T in G
rooted at r . For every vertex v of G, dene its level to be its distance to r .
We can obviously assume that

be a weighted median level of a vertex in

G:

`1

1/2.

containing at

be the largest level smaller than or equal to

Here are the key properties of the levels
The levels strictly between
so there are less than



Let

S0

contain

√

n

`0

and

`0

`2

and

√
2 n.
S0.

T

`0 .

T

of

G that appear in G00 ,

together with all edges incident

`2 − `0 .)

r0

with depth at

Because of this, we can apply Lemma 1.13 to

G00 ,

which

`1

`2 :

is at most

at

stra's algorithm (with the appropriate data structure for the priority queue,
for example Fibonacci heaps) allows to compute a shortest path tree in

O(|E| + |V | log|V |)

time. The following result improves the result for pla-

nar graphs. Its proof is (omitted and) extremely complicated; one major
ingredient is a vast generalization of Theorem 1.14.

√

n + 1 vertices,
√
`2 − `0 ≤ n .
`0 and `2 . Then S 0 has size

contain at least

G = (V, E) be a graph where each edge has a non-negative length,
s be a vertex of G. A shortest path tree is a spanning tree rooted
s that contains a shortest path from s to each vertex in G. Dijk-

and let

Given a weighted graph embedding in S 2 , a shortest path
tree from a given vertex can be computed in time linear in the complexity
of the graph.
Theorem 1.15.

such levels. Hence

be the set of vertices at levels

at most

all edges of

Let

n vertices. Similarly, let `2 be the smallest level larger than or
√
equal to `1 containing at most
n vertices. (It may be that these levels
contain no vertices.) These computations take O(n) time.


r0

1.3.3 Shortest paths

namely, the total

weight of the vertices with level lower (resp., higher) than

√

and contract to a single vertex

0
with r ; all these edges form a spanning tree rooted at

be an arbitrary vertex of

most

`2

Then we

Alternatively, remove all vertices

concludes the proof.

Proof of Theorem 1.14.

`0

with level at least

`0 .

G0 .)

00
0
Let G be the resulting graph. It is planar and contains G . Furthermore,
√
G00 has a spanning tree with depth O( n). (Take the edges of the breadth-

Theorem 1.14. Let G be a planar graph with n vertices and edges. Then
√
one can compute in O(n) time a separator for G of size O( n).

Let

(These vertices induce a connected

whose incident vertices have level less than

Finally, here is the general result on planar graphs.

√
Ω( n).

G

r0 in the face of G0 that contains the

and therefore belong to the same face of

0
connect r to all the vertices of level

`1

is

with

vertices of

Let

1/2

induced by the vertices with levels strictly

In more detail, put an additional vertex

r

with weight larger than

and `2 . To prove the theorem, it suces to build a separator
√
O( n) vertices. The trick is to notice that G0 is contained in a
√
planar graph of radius O( n), and to apply Lemma 1.13, which concludes.
between

grid has size

Planar graphs

This is crucial since the output of the algorithm will
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ALGORITHMS FOR GRAPHS ON SURFACES

1.

Planar graphs

which is solvable by an argument of dominant diagonal.

Equivalently,

one may view the edges as springs with the same rigidity, and the interior vertices as being free to move. The equilibrium of this physical system
is met when the energy is minimized [62, p. 124].

v1 , . . . , vk as exterior vertices, and to the other
2
ones as interior vertices. Let v be an interior vertex of G. Let h : R → R
be an ane function vanishing on f (v). If all the neighbors of v lie on
h−1 (0), we say v is h-inactive. Otherwise, v is h-active. In this case, v has
−1 ((0, ∞)) and h−1 ((−∞, 0)). In particular one can
neighbors in both h
nd a rising path from v to an exterior vertex: a path whose value of h
We refer to the vertices

Figure 1.7. Illustration of the statement of Tutte's theorem.

1.4 Representations of planar graphs

strictly increases. Similarly one can nd a

Proposition 1.17. The image of every interior vertex of G is in the interior of the convex polygon f (v1 ) . . . f (vk ).

To conclude this chapter, we give and prove two results of independent
interest regarding how we can build straight-line embeddings of graphs in
the plane and in the three-dimensional space.

Proof.

3-connected

h

be an ane form such that the polygon

consider the one that has minimum value of

f (v1 ) . . . f (vk ) lies in
h−1 ((−∞, 0)), then

h.

Since it is a barycenter

with positive coecients of its neighbors, all its neighbors must have the
if it is connected and if it is still connected after

same value of

removing zero, one, or two vertices and their incident edges.

h.

By induction and connectivity of

must have that value of

Let G = (V, E) be a 3-connected graph without loops or
multiple edges. Assume G is embedded on R2 . Let v1 , . . . , vk be the vertices
of the outer face. Assign unique positions f (v) in R2 for each vertex v,
such that
 the f (vi ), i = 1, . . . , k are mapped to the vertices of a convex polygon
(respecting the order of the vertices);
 the image of every vertex v dierent from the vi 's is a barycenter
with strictly positive coecients of the images of its neighbors in G.
Then drawing straight-line edges between the image points gives an embedding of G.

h,

G,

some exterior vertex

which is not possible. Therefore, each interior

vertex lies in the interior or on the boundary of the polygon

Theorem 1.16.

Let

v

be an interior vertex; assume

v

Thus, all interior vertices that can be reached from
only interior vertices lie on
of

G,

h−1 (0).

v

v are h-inactive.

by a path using

This contradicts the 3-connectivity

because removing the two exterior vertices on

connectivity of

f (v1 ) . . . f (vk ).

lies on an edge of the outer polygon,

−1 (0). Then all the neighbors of
whose supporting line is h

h−1 (0)

destroys the

G.

Proposition 1.18.

For any ane form h, there is no h-inactive vertex.

See Figure 1.8 for an illustration of the next lemma.
Lemma 1.19 (Ylemma). Let w1 , w2 , w3 and v be pairwise distinct vertices of a graph H . Assume, for i = 1, 2, 3, that there is a path Pi from
wi to v which avoids the wj 's (for j 6= i). Then there exist three paths Pi0 ,
from wi to a common vertex v0 , which are pairwise disjoint (except at v0 ).

Given such a 3-connected graph, it is always possible to achieve the conditions of the theorem.

Let

h−1 ((0, ∞)). If there is a vertex (whose image is) in

1.4.1 Tutte's barycentric embedding theorem
A graph is

falling path.

For example, choose the barycentric coecients

to be all equal to one. The barycentric condition yields an ane system,

11
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h-inactive

w1

w1

Planar graphs

vertex. We prove the existence of a subdivision of

a subgraph of

G

such that, after contracting edges, we get

K3,3

K3,3 .

G:
Thus G
in

cannot be planar. See Figure 1.9.

w2

v

G(h) be the subgraph of G induced by the vertices on h−1 (0). Since G
is 3-connected, there are, in G(h), three distinct h-active vertices w1 , w2 ,
and w3 and three paths Pi connecting v with wi , such that, for any i, the
path Pi contains no vertex wj for j 6= i. Indeed, let w be a vertex of G so
that h(f (w)) 6= 0. By connectivity of G, take a path from v to w and call
w1 the rst h-active vertex on this path. Do the same in G − {w1 }, and
choose w2 , by 2-connectivity. Similarly, use 3-connectivity to select w3 in
G − {w1 , w2 }.

w2

Let

v0
w3

w3
Figure 1.8. The situation in the Ylemma.

Applying then the Ylemma in

G(h),

0
in G(h), together with three distinct paths (except at v )
in

v

0

G(h).

We can build rising paths

maximizing the value of

v0

h.

Qi

v0
Pi from wi to v 0
wi to a vertex x

we get the existence of a vertex
from each of the

Then, the Ylemma allows us to assume, by

x and the Qi 's if necessary, that these three paths are disjoint
x). Similarly, we can build falling paths Ri from each of the wi to
a vertex y and apply the Ylemma. Using the paths Pi , Qi and Ri , which
0
are all pairwise disjoint except at their endpoints, and the vertices x, v , y
and w1 , w2 , w3 , we get a subdivision of the graph K3,3 . This contradicts
the planarity of G.
changing

(except at

Figure 1.9. A summary of the proof of Proposition 1.18.

Proof.

P1 and P2 , we easily get a (simple) path R from w1
to w2 , so that R and P1 have the same rst edge w1 z . Then we consider
0
the path P3 . If this path P3 intersects R, let v be the rst vertex of
0
0
intersection on P3 . v splits R in two parts, which we call P1 (from w1 to
0
0
0
0
v ) and P2 (from w2 to v ); P3 is the part of P3 going from w3 to v 0 , with
0
loops removed (if any). The Pi 's satisfy the property stated in the lemma.
0
If P3 does not intersect R, we call v the last vertex on P1 (when going
from w1 to v ) which is also on R. Such a vertex exists and is dierent from
w1 because w1 z is the rst edge of R and P1 . Let P30 be the path dened
0
by P3 followed by the part of the path P1 which goes from v to v , with
0
0
0
loops removed (if any). v splits R in two parts, which we call P1 and P2 .
0
The paths Pi 's satisfy the desired property.
First, using

Proof of Proposition 1.18.

For the sake of a contradiction, assume

v

By Proposition 1.18, the convex hull of the neighbors of an interior vertex
is a non-degenerate polygon, and
the faces of
of

G

G,

v

v

lies in its interior. We now triangulate

except the outer face: faces are added to split the faces

into triangles, without adding vertices (this is done in a purely com-

binatorial way). It still holds that

v

is in the interior of the convex hull

of its neighbors, which readily implies that
coecients of them.

v

is a barycenter with positive

To summarize, the hypotheses of the theorem are

satised, but we can now even assume that every face of

G,

except maybe

the outer face, is a triangle.

Let uvy and uvz be two triangles of G sharing the
edge uv. Let h be an ane form vanishing on f (u) and f (v). Then
h(f (y))h(f (z)) < 0.
Proposition 1.20.

is an

12
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Proof of Proposition 1.20.

Planar graphs

Lemma 1.21 shows that, whenever one triangle

is non-degenerate, then its incident triangles are non-degenerate. Necessarily, any triangle having one exterior edge is non-degenerate (Proposition 1.17). So every triangle is non-degenerate. The result follows.
We can now conclude the proof of Tutte's theorem.

Proof of Theorem 1.16.

As we discussed earlier, a consequence of Propo-

sition 1.18 is that we may assume that
Figure 1.10. Two cases for the proof of Lemma 1.21. Vertices

for the outer face).

u and v , together

going from
a vertex.

u

and

v

u, v ,

and

y

are

h-active.

to an exterior vertex.

C in G using uv whose
of h, except u and v . See

In particular, we have:

not share a vertex.)

G,

Corollary 1.22 (FárySteinWagner's theorem).

the cir-

be drawn in the plane with straight line edges.

C bounds a disk. Let S be the set of vertices in the interior of this
disk; S contains no exterior vertices, so every vertex in S is a barycenter
with positive coecients of its neighbors. Under f , all the vertices of C
are mapped to the half-space h ≤ 0 except u and v , which are mapped
to h = 0; therefore, as in the proof of Proposition 1.17, all the vertices
in S belong to the open half-space h < 0. Since h(f (y)) > 0, the vertex y
cannot belong to C or S .
cuit

G,

in the

t00 = t001 , t002 , . . . , t00 . Going back in both sequences
00
from t , we pass from a triangle to an unambiguously dened preceding
0
triangle. Since we start with the same triangle, we get t = t .

Figure 1.10. (We may need some exterior vertices if the falling paths do

Every planar graph can

Furthermore, if the graph is 3-connected, then we can choose the faces to
be convex, since it is the case in a Tutte embedding. This latter fact is in
particular important in the next application.

1.4.2 Steinitz' theorem

C uses edge uv , and y is
outside C . Therefore z must be inside C (i.e., in S ) or on C . In the former
case, as seen above, we get h(f (z)) < 0. In the latter, since u and v are
the only vertices of C on the line h = 0, we also get h(f (z)) < 0.
In the original embedding of

R2

a sequence of triangles

In any case, we get a simple circuit

On the original (not necessarily straight-line) embedding of

be a point of

cident to the boundary edge that is on the end of the ray. Similarly, we get

Find strictly falling paths

The falling paths may share

set of vertices are on the strictly negative side

a

0
and t . Shoot a ray from

t
a to the boundary of
the polygon f (v1 ) . . . f (vk ) avoiding the image of every vertex. Whenever
0
the ray leaves t , by Proposition 1.20, it enters another triangle. So we get
0
0 0
00
00
a sequence of triangles t = t1 , t2 , . . . , t where t is the unique triangle in-

interior of two triangles

If h(f (y)) > 0, then h(f (z)) < 0.

By assumption

Since the triangles are non-degenerate by Proposi-

are disjoint. For the sake of a contradiction, let

The proof relies on the following lemma.

Proof.

is triangulated (except possibly

tion 1.20, it suces to prove that the interiors of two distinct triangles

with falling paths, are highlighted.

Lemma 1.21.

G

the circuit

Every convex polytope in

edges.

This is called the

R3

has a set of

1-skeleton

will prove the following theorem.

13
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In this section, we
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Let G = (V, E) be a graph
without loops or multiple edges. Then G is a planar 3-connected graph if
and only if it is the 1-skeleton of a convex polytope in R3 .
Theorem 1.23 (Steinitz' theorem (1922)).

The if  part is the easiest direction:

p
f0∗
p00

Imagine a big physical model of

f∗

your convex polytope, where the faces and the interior of the polytope are
transparent.

p0

If you sit outside the polytope, close enough to the center

of a face, you will see no crossing between the edges.
the 1-skeleton is planar.

Planar graphs

In other words,

We omit the proof that the 1-skeleton of a 3-

dimensional polytope is 3-connected; this can be proved directly without

Figure 1.11. Illustration of the proof of Lemma 1.24. We wish to prove that

too much trouble, and follows from a more general theorem by Balinski

the denition of

(see the proof for example in Ziegler's book [75, Sect. 3.5]).

p that contains less
00
vertices of G on both sides; since there are less vertices of G between p and p or
0
00
00
between p and p than between p and p , we may assume by induction on the
00
0
00
number of enclosed vertices that choosing p or p , and similarly p or p , does
not aect the computation of qf .

Let

ω : E → (0, ∞)

choose.

G to a
ω to be

be a function from the (undirected) edges of

set of strictly positive coecients. (In the sequel, we could take
constant, equal to one.)
Let

f : V → R2

v is barycenter with coecients ωuw1 , . . . , ωuwm
3
of its neighbors w1 , . . . , wm . We actually assume that f : V → R maps
3
the vertices into the plane z = 1 of R .

interior

f

face

an arbitrary interior face

of

G

f0 ,

we associate a vector

for which

qf0 = 0.

f2 ,

qf

in

The other

by the following formula: For every interior edge
right face

uv

R3 .
qf 's

×

Proof.

Let

v

Therefore, Equation (1.1) gives consistent vectors

Now, starting from the initial face

p0

in

graph

with left face

f1

qf

G∗

we

for all faces around

we may dene the value of

are dened

of

and

qf .

f0 .

qf

by

In other words, in the dual

G∗ , every path starting at f0∗ and ending at some face f gives a value
(Incidentally, this shows that the function q , if it exists, is unique.)

chosen. For this purpose, consider two such paths

(1.1)

p and p0

in

G∗ .

We may

0
and p use distinct vertex sets of

assume that p
G∗ except at the endpoints
f0∗ and f ∗ . Then by the Jordan curve theorem 1.3, p and p0 enclose a set
∗
of faces of G . The result is proven by induction on the number of faces

R3 .

The vectors qf are well-dened.

of

u exchanges f1 and f2 in (1.1), and thus
= ωvu (f (v) × f (u)) + qf1 , which rewrites qf2 = ωuv (−f (u) ×

G∗

enclosed by

p and p0 :

The case of one face is the previous paragraph.

For the induction step, build one path

p00

in

G∗

that is in-between

p and p0 ,

and apply induction. See Figure 1.11.

this is exactly Equation (1.1).

be a vertex of

i=1

f0 ,

choosing an arbitrary sequence of faces from

First note that exchanging

m
X

and

We need to check that this value does not depend on the particular path

denotes the cross-product in

gives qf2
f (v)) + qf1 ;

p

00

an interior vertex.

we dene

Lemma 1.24.

This is done by choosing an intermediate path

We choose

qf1 = ωuv (f (u) × f (v)) + qf2
where

is the same, whichever of the two paths

be the corresponding Tutte equilibrium given by Theo-

rem 1.16, where every vertex

To every

qf

G,

and

w1 , . . . , w m

ωvwi (f (v) × f (wi )) = f (v) ×

We dene a piecewise linear function

be its neighbors. We get:

m
X

to

!
ωvwi (f (wi ) − f (v))

= 0.

R

by setting, for every point

Lemma 1.25.

i=1
14

x

g

from the union of the interior faces

in a face

This map g is well-dened.

f , g(x) = hx | qf i.

ALGORITHMS FOR GRAPHS ON SURFACES

Proof.

We only need to prove that, whenever

incident with faces

f1

or

f2

f1

x

1.

belongs to an edge

1.5 Notes

uv

f2 , the value of g(x) is the same, whichever face
hx | qf1 i = hx | qf2 i.
prove the result for x = f (u) and x = f (v).

and

1.5.1 Topology and combinatorial representations

we choose for the computation; in other words,

By linearity it suces to

For more information on basic topology, see for example Armstrong [3] or Henle [40];

hf (v) | qf1 i = hf (v) | ωuv (f (u) × f (v)) + qf2 i = hf (v) | qf2 i .
A similar computation holds for

see also Stillwell [67].

f (v).

There are many essentially equivalent ways of representing planar graph em-

Let uv be an edge with left face f1 and right face f2 . Assume
x is in the face f1 . Then hx | qf1 i < hx | qf2 i.
Proof.

beddings [26, 46]; the computational geometry library CGAL implements one

Lemma 1.26.

3

of them .

sions [7, 50, 51]; this is important especially in geometric modelling.

4

Eppstein provides many proofs of Euler's formula .

by our orientation convention (recall that the last coordinate of the points
and

f (v)

is one) and the fact that

We will see later that (most of ) these data structures generalize to

graphs embedded on surfaces. There are further generalizations to higher dimen-

hx | qf2 i − hx | qf1 i = ωuv hx | f (u) × f (v)i = ωuv det(x, f (u), f (v)) > 0,
x, f (u),

Planar graphs

1.5.2 More properties of planar graphs

ωuv > 0.

Sketch of proof of Theorem 1.23.

Planar graphs are an extensive subject, both from the combinatorial and the

f (v)

algorithmic point of view. See for example Mohar and Thomassen [57, Chapter 2]

Recall that the position of a vertex v is
R3 , actually in the plane z = 1. We just move vertically f (v) to
height g(f (v)). Let F (v) be the new position. Let P be the convex hull
of the F (v). Lemma 1.26 implies that every interior edge uv is an edge
of P , because every such edge is a valley; the same clearly holds for the
in

for a survey and references. Let us mention a few very central facts.
Exercise 1.9 shows that

P

is a convex polygon. Therefore,

obtain

P

Hopcroft and Tarjan [43] (see also Thomas [68]) prove that

can nd an embedding in linear time. Therefore, algorithmically, the confusion

contains a triangle, we may

between planar graphs and graph embeddings in

S2

is not an issue. An easier

algorithm works in cubic time [22, Section 3.3].

have taken that triangle to be the outer face in the application of Tutte's

G contains

The vertices of every planar graph can be colored using at most four colors such

no triangle.

that any two adjacent vertices have dierent colors. This is the famous

From Exercise 1.11, we know that

G∗ ,

the dual graph of

G,

theorem

contains a

3

∗
triangle. Clearly, G is planar, and it can be shown that it is also 3∗
connected. We may therefore realize G as the 1-skeleton of a convex
polytope. Now, a known construction,

polarity,

G

four-color

[2]. There are also versions for graphs on surfaces [39].

http://www.cgal.org/Manual/3.4/doc_html/cgal_manual/HalfedgeDS/
Chapter_main.html.
4
http://www.ics.uci.edu/~eppstein/junkyard/euler/.

allows to transform a 3-

polytope into another one, whose 1-skeleta are dual to each other [75,
Sect. 2.3]. So

G,

we can decide whether it is planar in linear time; if the answer is positive, we

essarily coplanar; though, if the outer face is incident with three vertices,

theorem. Thus, the only case that remains to be shown is when

are not planar. There is a converse state-

G is planar if and only if it does
K5 or K3,3 as a subdivision; in other words, if and only if one cannot
K5 or K3,3 from G by removing edges and isolated vertices and replacing

Given a graph

There is one subtlety, however: the vertices of the outer face are not nec-

G

K3,3

every degree-two vertex and its two incident edges with a single edge [47, 53, 69].

is a convex polytope.

this condition is automatically satised. If

and

not contain

exterior edges. It is clear that the lifts of all vertices on a given face are
coplanar, and therefore each face of

K5

ment: Kuratowski's theorem asserts that a graph

is the 1-skeleton of a convex polytope as well.

15

ALGORITHMS FOR GRAPHS ON SURFACES

1.

1.5.3 Algorithms

Planar graphs

1

The minimum spanning tree algorithm described above is based on Matsui [55]

5

(see also Cheriton and Tarjan [15] for a more complicated, but more general,
algorithm). Actually, the same technique shows that a minimum spanning tree
of a graph cellularly embedded on a surface of genus

g

can be computed in

O(gn)

time. (See next chapter for more on surfaces.) On arbitrary graphs, things are

4

more complicated: there is a randomized algorithm with linear time [45], and a

6

deterministic algorithm with almost linear time (where almost means up to a

3

factor involving the inverse Ackermann function) [13].

Figure 1.12. An embedding that cannot be lifted to a convex polytope. Indeed,

The linear-time separator algorithm is inspired by the original paper by Lipton

assume every interior edge is an edge on the bottom of the convex polytope. We

and Tarjan [52], but was quite simplied (in particular the weighting scheme of
the dual graph in the proof of Lemma 1.13).

2

can suppose, by adding a suitable ane form to all the

It might be that the simplied

Then

proof is new, but it is, however, more likely that such or similar simplication

z1 > z2 > z3 > z1 ,

zi 's, that z4 = z5 = z6 = 0.

which is impossible.

was found earlier, and the author welcomes any information on this subject. The
interest of separators is that they often allow for divide-and-conquer strategies,

representations: the vertices are mapped to non-overlapping disks in the plane,

by cutting the problem into two subproblems of roughly half the size of the

two of which are tangent if and only if an edge between the corresponding vertices

original problem, computing a solution in these subproblems, and using them

exists (see Mohar and Thomassen [57, Chapter 2] for a proof and references).

to compute the entire solution. What is actually more powerful is a

decomposition

separator

The proof of Tutte's theorem we described uses arguments from Edelsbrunner

of the graph, where separators of the subgraphs are recursively

and Harer [24] other sources [19, 62]; the proof of Steinitz' theorem is also taken

computed; such a decomposition is also computable in linear time [36]. There

from Richter-Gebert [62]. In addition to the original paper proving Tutte's theo-

are alternate proofs for the existence of separators, see Alon et al. [1] for a graph-

rem [72], there are many other proofs [4, 16, 19, 33, 37, 62, 71]. The correspondence

theoretic approach and Miller et al. [56] for a geometric approach using circle

between Tutte embeddings where every vertex is barycenter of its neighbors and

packing with applications.

the height function

Among the numerous applications of separators, Henzinger et al. [41] proved that
single-source shortest paths can be computed in linear time in a planar graph

treewidth

(and its cousin,

branchwidth )

polytope (Figure 1.12).
of a graph is a parameter that cap-

tures, in some unprecise sense, the fact that the graph can be recursively split
into subgraphs with small overlap [63]. It is in particular useful in planar graphs.

1.5.4 Straight-line drawings
As proved in Theorem 1.16, every planar graph without loops or multiple edges
admits a

straight-line

embedding; this was shown a few decades before Tutte's

G is a planar graph without loops or multiple
n vertices, a straight-line embedding exists where all vertices lie in the
(n−2)×(n−2)-grid [32]. Many other representations exist, such as circle packing
result [31, 66, 74].

is the

Maxwell-Cremona correspondence

(see for example

There are some straight-line graph embeddings that cannot be lifted to a convex

with non-negative lengths.
The

g

Hopcroft and Kahn [44]).

Actually, if

edges with
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a11
a7

Chapter 2

a11
a1

Topology of surfaces

a7
a2

a12

a9
a9

a5
a3

a8

a7

a4
a6

a8

a11
a9

a11 a7
a1

a9

a1

a10

a1
a12 a8
a8

a10

a10

a10

a12

a12
Figure 2.2. A polygonal schema of a graph embedded on a sphere (the graph

of the cube) is:

2.1 Denition and examples
A

surface

is a topological space in which each point has a neighborhood


2
homeomorphic to the unit open disk (x, y) ∈ R
consider

a2 a11 ā1 ā12 , a3 a7 ā2 ā8 , a4 ā5 ā3 a6 , a1 ā9 ā4 a10 , a9 ā11 ā7 a5 ,

and

a12 ā10 ā6 a8 .

x2

+

y2

<1

embedded in

R3 .

. We only

compact surfaces in this chapter (and even later, unless specically

2.2 Surface (de)construction

noted).
Examples of surfaces are the sphere, the torus, and the double torus:

2.2.1 Surface deconstruction

these are compact, connected, orientable (to be dened later) surfaces
with zero, one, and two handles, respectively (see Figure 2.1). The clas-

cellularly embedded

sication of surfaces (Theorem 2.5) asserts that two compact, connected,

A graph embedded on a surface is

and orientable surfaces are homeomorphic if and only if they have the same

topological disks. As in the case of the plane, we may consider the com-

number of handles.

binatorial representation of a graph cellularly embedded on a surface; the
data structures are identical. The dual graph is dened similarly.

Despite the gures, note that a surface is abstract: the only knowledge
we have of it is the neighborhoods of each point.
essarily embedded in

R3 .

if all its faces are

The

A surface is not nec-

polygonal schema

associated with a cellular graph embedding is de-

ned as follows: assign an arbitrary orientation to each edge; for each face,

Actually, the non-orientable surfaces cannot be

record the cyclic list of edges around the face, with a bar if and only if it
appears in reverse orientation around the face. See Figure 2.2.

2.2.2 Surface construction
Conversely, the data of a polygonal schema allows to build up a surface
and the cellular graph embedding. More precisely, let

symbols

Figure 2.1. A torus and a double-torus.

and let

S̄ = {s̄ | s ∈ S}.

Let

R

relation being a non-empty word in the alphabet

17

S

be a nite set of

be a nite set of

S ∪ S̄ ,

relations,

each

so that for every
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v
(a)

Figure 2.3. The corners incident to some vertex

v

can be ordered cyclically.

(b)

Figure 2.4. (a) The orientations of these two faces (triangles) are compatible.

(b) Two non-compatible orientations of the faces. A surface is orientable if there
exist orientations of all faces that are compatible.

s ∈ S , the total number of occurrences of s plus the number of occurrences
of s̄ in R is exactly two.
For each relation of size
of

R,

n,

build an

n-gon;

2.3 Classication of surfaces

label its edges by the elements

in order, the presence of a bar indicating the orientation of the edge

2.3.1 Euler characteristic and orientability character

(see Figure 2.2). (Polygons with one or two sides are also allowed.) Now,
identify the twin edges of the polygons corresponding to the same symbol
in

S,

characteristic

identied, too.)
Lemma 2.1.

pact surface.
Proof. Let X

is

The topological space obtained by the above process is a combe the resulting topological space;

We have to show that every point of

X

X

The Euler characteristic is a topological invariant: it
only depends on the surface S , not on the cellular embedding.

Proposition 2.3.

is certainly compact.

Sketch of proof.

has a neighborhood homeomorphic

to the unit disk. The only non-obvious case is that of a

G be a graph cellularly embedded on a compact surface S . The Euler
of G equals v − e + f , where v is the number of vertices, e
the number of edges, and f is the number of faces of the graph.

Let

taking the orientation into account. (As a consequence, vertices get

vertex v in X , that

The Euler characteristic is easily seen to be invariant

under Euler operations. The result is then implied by the following claim:
any two cellular embeddings on a given surface can be transformed one

is, a point corresponding to a vertex of some polygons. But it is not hard

v is an umbrella : the corners (vertices)
of the polygons corresponding to v can be arranged into a cyclic order; see

into the other via a nite sequence of Euler operations.

to prove that a neighborhood of

Proving this is

not very dicult but requires some work; a key property is that one can
assume both embeddings to be piecewise linear with respect to a given

Figure 2.3.

triangulation of the surface.

We admit the following converse:

G

Theorem 2.2 (Kerékjártó-Radó; see Thomassen [70] or Doyle and Moran [23]).

Any compact surface is homeomorphic to a surface obtained by the gluing
process above.

is

orientable

if the boundary of its faces can be oriented so that each

edge gets two opposite orientations by its incident faces (Figure 2.4). The
orientability character is a topological invariant as well; the same proof as
that of Proposition 2.3 works, but it can also be proven directly:

This amounts to saying that, on any compact surface, there exists a cellular

Exercise 2.4.

embedding of a graph. Equivalently, every surface can be triangulated.

Möbius strip.
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G

is orientable if and only if no subset of

S

is a
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2.3.2 Classication theorem
Every compact, connected surface S is homeomorphic to
a surface given by the following polygonal schemata, called canonical (each
made of a single relation):
i. aā (the sphere; Euler characteristic 2, orientable);
ii. a1 b1 ā1 b̄1 . . . ag bg āg b̄g , for g ≥ 1 (Euler characteristic 2 − 2g, orientable);
iii. a1 a1 . . . ag ag , for g ≥ 1 (Euler characteristic 2 − g, non-orientable).
Furthermore, the surfaces having these polygonal schemata are pairwise
non-homeomorphic. In particular, two connected surfaces are homeomorphic if and only if they have the same Euler characteristic and the same
orientability character.
Theorem 2.5.

In the above theorem,

g=0

g

is called the

genus

of the surface; by convention

g is obtained from
g handles in place of them.
Similarly, the non-orientable surface of genus g is obtained from the sphere
by cutting g disks and attaching g Möbius strips (since a Möbius strip has
for the sphere. The orientable surface of genus

the sphere by cutting

g

disks and attaching

exactly one boundary component). See Figure 2.5. See also Figure 2.6 for
a representation of a double-torus in canonical form.

Proof.

Let

bedded on

S
S

be a compact, connected surface, and

G

be a graph em-

(by Theorem 2.2). By iteratively removing edges incident

with dierent faces, we may assume that

G

1 By iter-

has only one face.

Figure 2.5.

atively contracting edges incident with dierent vertices, we may assume
that

G

2 (unless this yields a sphere, so

(non-orientable case). However, the non-orientable surfaces are not embeddable

has only one vertex and one face

the polygonal schema is

aā

in

 actually, we could say that the polygonal

schema made of the empty relation is a degenerate polygonal schema for
the sphere). The surface

S

cut along

G is therefore a topological disk;

we

use cut-and-paste operations on this polygonal schema to obtain a standard form.

1
2

Every compact, connected surface is obtained from a sphere by

removing disjoint disks and attaching handles (orientable case) or Möbius strips

This amounts to removing all primal edges of a spanning tree in the dual graph.
This amounts to contracting the edges of a spanning tree in the primal graph.

19
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a

a

a

P

d

Topology of surfaces

Q

a

b

b

P

a
b

P

c

a

Figure 2.7. The classication of surfaces: grouping the twin edges appearing

with the same orientation.

b

d
If the polygonal schema has the form

a

(where

P

and

Q

empty sequences of symbols), then we can transform it into

c

ure 2.7)Q̄ denotes the symbols of

Q

(a)

bbP̄ Q

(Fig-

So inductively, we may

assume that all symbols appearing in the polygonal schema with the same

(b)

orientation appear consecutively, in the form

a

a1 a1 . . . ap ap .

We still have

one face and one vertex.

d
a

are possibly

in reverse order, inverting also the

presence or absence of a bar above each letter.

b

b

Assume some edge appears twice in the polygonal schema with opposite
orientations:

d
c

b

aP aQ

aP āQ.

Then

erwise the endpoints of

a

a

and

Q

must share an edge

b,

because oth-

would not be identied on the surface. By the

P and Q, so we
may assume that the polygonal schema has the form aP bQāRb̄S . Then, by
preceding step,

c

b

P

must appear in opposite orientations in

further cut-and-paste operations, we may transform the polygonal schema

d

b

into

c
(c)

Figure 2.6.

(Figure 2.8). We still have one face and one vertex, and

can iterate the process.

(d)

(a) A canonical polygonal schema of the double torus.

¯
dcdc̄RQP
S

form

After this stage, the polygonal schema has the

a1 a1 . . . am am b1 c1 b̄1 c̄1 . . . bp cp b̄p c̄p .

m = 0 or p = 0, we are in form (ii) or (iii), respectively. If m ≥ 1
p ≥ 1, then one part of the boundary of the polygonal schema has the
¯ b̄d¯b̄c̄ (Figure 2.9), and, applying the
form aabcb̄c̄. We may transform it to dc̄
method of Figure 2.7 to b, c, and d in order, we obtain that we replaced
the part of the boundary we considered into eef f gg ; the other part of

If

(b) The

and

identication of the edges of the schema. (c) The actual graph embedded on the
double torus. (d) Closeup on the order of the loops around the basepoint of the
surface, as seen from below; it can be derived directly from (a).

the boundary is unchanged. So iterating, we may convert the polygonal
schema into form (iii).
The Euler characteristics and orientability characters of the surfaces are
readily computed, since the canonical polygonal schemata have exactly one
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b

b

Topology of surfaces

vertex and one face. Since two distinct canonical polygonal schemata do
not have the same Euler characteristic and the same orientability character, they cannot be homeomorphic, by Proposition 2.3 and Exercise 2.4.

c
a

a

a

a

a

Example 2.6.

a



The orientable surface with genus 1 is a
with genus 2 is the


b
(a)

c

(c)

c

a

a

a

Exercise 2.7.

c

a

a

d

d

d

double torus ; and so on.

The non-orientable surface with genus 1 is a
genus 2 it is the

b

(b)

torus ; the orientable surface

99

Klein bottle.

projective plane ;

with

Identify the surfaces with the following schemata:

1.

aābb̄;

2.

abab;

3.

abab̄;

4.

a1 a2 . . . an ā1 ā2 . . . ān ;

5.

a1 a2 . . . an−1 an ā1 ā2 . . . ān−1 an .

b

2.4 Surfaces with boundary
c

c

c

(d)

A

(e)

surface (possibly) with boundary S

is a topological space in which each

point has a neighborhood homeomorphic to the unit open disk

(f )

R2 | x2 +y 2 < 1} or to the unit half disk {(x, y) ∈ R2 | x2 +y 2 < 1
0}.

Figure 2.8. The classication of surfaces: grouping pairs of twin edges appearing

The

with dierent orientations.

boundary

of

S,

denoted by

∂S ,

{(x, y) ∈
and x ≥

comprise the points of this surface

that have no neighborhood homeomorphic to the unit disk. The

a

c

a

a

b

a

c
d

b

d

c

a
c

b
d

b

c

b

of

S

A

cellular embedding

interior

is the complementary part of its boundary.
on a surface with boundary is dened as in the case

of surfaces without boundary. In particular, since each face must be an

b

open disk, the boundary of the surface must be the union of some edges of
the graph. The classication theorem (Theorem 2.5) can be extended for

c

surfaces with boundary: Given a surface with boundary

S , we may attach

a disk to each of its boundary components, obtaining a surface without

Figure 2.9. The classication of surfaces: transforming one form into the other.
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boundary

2.

S¯, and apply the previous classication theorem.

Furthermore,

Let
is a

the number of boundary components is a topological invariant.

S

embeddable on
on
or

of every curve and graph embedding to a triangle of the reference triangulation is piecewise-linear. Like in the planar case, this avoids pathological
curves like space-lling curves. In particular, if we have a graph embedthen

cutting S

along

G

is a well-dened operation that yields a surface with boundary, denoted
by

S \\G.3

2.5 Notes
The classication theorem is due to Brahana, Dehn, and Heegaard; the present
proof is inspired from Stillwell [67]. For another, more visual proof, see Francis
and Weeks [34].
The proofs of the classication theorem usually involve two steps, the rst one
being topological (Theorem 2.2, Proposition 2.3, Exercise 2.4), the second one
being combinatorial. In the same vein, the

Hauptvermutung

(main conjecture)

says that any two embeddings of a graph on a surface are subdivisions of graph
embeddings that are combinatorially identical.

This is true, but some higher-

dimensional analogs do not hold.

3

M

by iteratively contracting edges,

thus

G

S.

Let

G is
F be

embeddable on

K3,3

S,

the set of minor-minimal graphs

is embeddable on

S

if and only if no graph in

G

Let

then every minor of

F

not

S be a
G is also

embeddable

is a minor of

is planar if and only if it does not have

G.
K5

S is the sphere, the family F is nite. This
S ; however, no algorithm is known to enumerate

as a minor; in other words, if

F.

pages): In any innite family of graphs, at least one is a minor of another.

piecewise-linear with respect to this triangulation; namely, the restriction

S,

G

mour [64] (whose proof needed no less than 20 papers and several hundreds of

under consideration comes equipped with a xed triangulation,

without isolated vertex on a surface

can be obtained from

More generally, this property is implied by a deep result by Robertson and Sey-

This means that every

and that all the curves and graph embeddings subsequently considered are

G

S;

the family

Henceforth, we will always consider implicitly that all families of curves and

ding

M

actually holds for every surface

number of boundary components.

S

if

Kuratowski's theorem asserts that

only if they have the same Euler characteristic, orientability character, and

surface

be simple graphs (that is, without loops or multiple edges).

G

xed surface. Clearly, if

teristic of S equals that of S¯ minus the number of boundary components
0
of S . So two surfaces with boundary S and S are homeomorphic if and

piecewise-linear.

of

made simple by removing loops and identifying multiple edges).

are dened as in the case of surfaces

without boundary; they are also topological invariants. The Euler charac-

graph embeddings on surfaces are

M

and

minor

deleting edges, and deleting isolated vertices (at each step, the graph should be

The Euler characteristic and the orientability character of a cellular embedding on a surface with boundary

G

Topology of surfaces

This notation is not standard (yet).
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Chapter 3

A

path

and

q,

denoted by

p · q,

A

of a path

p

is a path of the form

p,

denoted by

p̄,

is the map

ϕ:

inverse

of a

t 7→ p(1 − t).

combinatorial surface (S , M ) is the data of a surface S

are walks in

of a weighted graph.

M ; the length of a curve is the sum of the weights of the edges

3.1.3 Cross-metric surfaces
We will, however, use a dual formulation of this model, which allows to

pending on the context, they may or may not have boundaries.

dene

crossings

between curves: this turns out to be helpful both for stat-

ing the results and as intermediate steps. A

3.1.1 More types of curves

is a surface

M ∗.
of S

We already dened paths on surfaces (possibly with boundary); we need
to introduce more types of curves.

If

S

S

M∗

S is a path p : [0, 1] → S such that
t ∈ {0, 1}. A loop ` is a path with the

on a surface with boundary

together with a cellular embedding of a weighted graph

be the union of some edges in

regular

M ∗,

with innite crossing weight. We

paths and cycles on

S,

which intersect the edges of

only transversely and away from the vertices. The

a regular curve
that

In contrast,

cross-metric surface (S , M ∗ )

has a boundary, we require in particular that each boundary

consider only

X,

M

(possibly with

traversed by the curve, counted with multiplicity.

In this chapter, all surfaces are compact, connected, and orientable. De-

γ

crosses,

γ

length length(γ) of

is dened to be the sum of the weights of the dual edges

counted with multiplicity. The length of a regular arc is

dened similarly, excluding the endpoints of the arc (which belong to an

has

edge of

no distinguished point.
A loop is

where

The weights must be non-negative. In this model, the only allowed curves

setting or the other.

into

p ◦ ϕ,

is bijective and increasing. If the paths are considered up

boundary), together with a cellular embedding

context, some results and algorithms are more easily described using one

∂S if and only if
same endpoints; `(0) = `(1) is called the basepoint of the loop.
1
a cycle, that is a continuous map γ : S → X from the circle

is the path dened by:

3.1.2 Combinatorial surfaces

two ways of doing this, which are dual of each other. Depending on the

simple if it is one-to-one.

p

to reparameterization, the concatenation is associative. The

and simple enough so as to be handled algorithmically. We shall introduce

A path or cycle is

reparameterization

[0, 1] → [0, 1]

need to dene a metric on a surface that is both accurate in the applications

belongs to

of

 (p · q)(t) = p(2t), if 0 ≤ t ≤ 1/2;
 (p · q)(t) = q(2t − 1), if 1/2 ≤ t ≤ 1.

We aim at computing short graphs and curves on surfaces. For this, we

p(t)

[0, 1]).

concatenation

The

3.1 Combinatorial and cross-metric surfaces

arc

is one-to-one (of course, due to the identied endpoints, it cannot

be one-to-one on

Algorithmic framework for
weighted graphs on surfaces

An

[0, 1)

Algorithmic framework for weighted graphs on surfaces

M∗

with innite crossing weight).

To emphasize this usage, we

sometimes refer to the weight of a dual edge as its

simple if its restriction
23

crossing weight.
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3.1.5 Complexity

(S , M ) without boundary, we associate by
∗
∗
duality a cross-metric surface (S , M ), where M is (as notation suggests)
the dual graph of M . To any curve on a combinatorial surface, traversing
edges e1 , . . . , ep , we can associate a curve in the corresponding cross-metric
∗
∗
surface, crossing edges e1 , . . . , ep , and conversely. This transformation
To any combinatorial surface

The

and of cross-metric surfaces (without boundary) are thus essentially the

of

M;

(S , M )

similarly, the

is the total number of

complexity

of a cross-metric

complexity

M ∗.

of a set of curves is the number of times it crosses edges

M ∗.

We can easily construct shortest paths on a cross-

metric surface by restating the usual algorithms (for example, Dijkstra's

M

of a combinatorial surface

∗
surface (S , M ) is the total number of vertices, edges, and faces of
The

algorithm) on

complexity

vertices, edges, and faces of

preserves the lengths of the curves. So far, the notions of combinatorial
same, up to duality.

Algorithmic framework for weighted graphs on surfaces

in terms of the dual graph

3.2 Application: shortest cycle in planar graphs

M ∗.

3.1.4 Curves on cross-metric surfaces, algorithmically

We illustrate the notion of cross-metric surface with an algorithm for pla-

We can represent an arbitrary set of possibly (self-)intersecting curves on a

Let (S , M ∗ ) be a cross-metric surface that is, topologically,
an annulus (a sphere with two disks removed). Computing a shortest cycle
on (S , M ∗ ) separating its two boundaries can be done in O(n log n) time.
This cycle is simple and passes through each face of M ∗ at most once.

∗
cross-metric surface (S , M ) by maintaining the

arrangement

nar graphs:
Theorem 3.1.

∗
of M and

of the curves, i.e., the combinatorial embedding associated with the union
of the curves (assuming this union forms a cellular embedding, which will
always be the case). Contrary to combinatorial surfaces, this data structure also encodes the crossings between curves. The initial arrangement

In particular, if we have a planar graph

is just the graph

M ∗,

without any additional curve. We embed each new

result allows to nd a shortest cycle in

curve

every crossing point of the new curve and the existing

repeated vertices or edges) separating

regularly :

arrangement, and every self-crossing of the new curve, creates a vertex of

a cross-metric annulus by taking the

degree four.

vertices

Whenever we split an edge

e∗

of

M∗

to insert a new curve, we give both

sub-edges the same crossing weight as

e∗ .

G

and two faces

s

and

this

G (in the graph-theoretic sense: no
s and t in O(n log n) time: dene
dual of G, removing disks around

s∗ and t∗ , and putting edges with innite weights on the boundary.

The general idea of the algorithm is depicted in Figure 3.1. Let

Each segment of the curve

t,

p

be some

shortest arc from an arbitrary point on one boundary to an arbitrary point

between two intersection points becomes a new edge, which is, unless noted

on the other boundary. Let

otherwise, assigned weight zero.

of its boundary corresponding to

However, it is sometimes desirable to

D

be the disk

S \\p; let p0

and

p00

be the pieces

p.

assign a non-zero weight to the edges of a curve. For example, the crossmetric surface

S \\α

obtained by cutting

S

along an embedded curve

α

3.2.1 Naïve algorithm

can be represented simply by assigning innite crossing weights to the
edges that comprise

α,

indicating that these edges cannot be crossed by

The following lemma implies that some shortest cycle separating the two

other curves.

boundaries of

S corresponds,
p0 and p00 .

twin points of

24
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D,

to a shortest path between a pair of
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Some shortest cycle separating the two boundaries of S is
simple and crosses p exactly once.
Proof. Let γ be a shortest cycle separating the two boundaries. The image
Lemma 3.2.

of

D (after cutting along p) must contain a simple path q from p0 to p00 ,
otherwise γ would not separate the boundaries of S .

γ

for
Let

in

γ0

be a cycle obtained by connecting the endpoints of

path running along
crosses

p

length of

p.

exactly once, and is no longer than

q

q

via a shortest

This cycle is simple, separates the boundaries of

γ,

since

γ

S,

has at least the

plus the length necessary to connect the endpoints of

q.

p

O(n2 )-time algorithm: Let k ≥ 0 be the number of
∗ crossed by p; let v , . . . , v be points on p, in this order
edges of M
0
k
on p, such that the subpath between vi and vi+1 crosses exactly one edge
∗
0
00
of M . Compute all shortest paths between vi and vi (the twin points
corresponding, in D , to vi ), and take a shortest such path. The runningtime follows since k = O(n) and since shortest paths can be computed in
This allows a naïve

linear time in planar graphs (Theorem 1.15).

3.2.2 Divide-and-conquer algorithm
To beat this quadratic bound, we use a divide-and-conquer strategy
based on the following lemma, illustrated in Figure 3.2.

Figure 3.1. Overview of the algorithm of Theorem 3.1. The initial annulus is

Let x, y, and z be points on p, in this order, and (x0 , x00 ),
(y 0 , y 00 ), and (z 0 , z 00 ) be the corresponding twin points on D. Let px and pz
be disjoint simple shortest paths in D between the corresponding twin pairs
(x0 , x00 ) and (z 0 , z 00 ). Then some shortest path py between the twin pairs
(y 0 , y 00 ) crosses neither px nor pz , and is simple.
Proof. Let py be an arbitrary shortest path between y0 and y00 . It crosses px

recursively cut into smaller annuli, until one of the two conditions for stopping

Lemma 3.3.

here) concludes.

x0

y 00 are not separated by px in D.
If py crosses px at least twice, at points a and b, we may replace the part
of py between a and b by a path running along px , removing two crossings
between px and py ; this does not decrease the length of py , since py is a
shortest path; and this does not introduce additional crossings between py
and pz , since py and pz are disjoint.
an even number of times, because

y0

the recursion happens; then computing one or two new shortest paths (not shown

and

y0
z0

a b

x00

x0

y 00
z 00

y0
z0

a b

Figure 3.2. Illustration of Lemma 3.3.
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y 00
z 00
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So by induction, we may assume that
may assume that
loops in

py

py

py

3.

is disjoint from

is also disjoint from

pz .

px .

Similarly, we

output cycle is simple and passes at most once through each face of

Finally, we may remove the

There remains to show the

to make it simple.

Consider a given edge

and
(for example, if

all shortest paths, in

k ≤ 1),

we may conclude by computing

D, between each pair of twin vertices vi0

and

of

S,

f

vi00 ,

contained in

f

r.

e1 , . . . , ej (j ≥ 1),
e1

However, only the subedges

can belong to an annulus that is an internal node of the recursion

four times in total in the annuli at level

e occurs at most twice
r, and thus at most

r + 1.

Hence, the total number of

non-boundary edges of the annuli at a given level is at most

then the shortest cycle has to go through this face; we can

S

of the recursion tree, that

in total in the annuli that are internal nodes at level

∗
of M incident with both boundaries

conclude by cutting the annulus

r

tree: the other ones end in base case (2). Therefore,

and taking the shortest of these paths;
2. similarly, if there is a face

ej

M ∗.

complexity.

∗
of M . At some level

all belonging to distinct annuli at level

in linear time:

k = O(1)

e

O(n log n)

edge is cut by some cycles into a number of subedges

We rst describe the two base cases of the recursion, which can be solved

1. If

Algorithmic framework for weighted graphs on surfaces

4n.

Furthermore, every boundary edge of an annulus can be charged to an adja-

into a disk along an arc entirely

cent non-boundary edge of that annulus, in a way that every non-boundary

and computing a shortest path, in this disk, between

edge is charged at most twice. Thus, the total number of boundary edges

the two copies of the arc.
Otherwise, we consider vertex

0
between the points v and

of the annuli at a given level is at most

v := vb k c
2

and compute a shortest path in

v 00 corresponding to

0
on p and

D

8n.

Bottom line: the total number of edges of all annuli at a given level is

p00 , respectively;

O(n);

v
γ passing through v and crossing p exactly once.
Let S1 and S2 be the two annuli of S \
\γ ; these are cross-metric surfaces.

by Euler's formula, this is also a bound on the sum of the complexities of

The previous lemma implies that it suces to recursively compute the

annulus, the overall complexity of the algorithm is proportional to the total

all annuli at a given level. Since, at each node, all the operations (cutting

this is thus a shortest cycle

shortest cycle separating the two boundaries of
pieces of

p

within

S1

and

S2

S1

and of

S2

and shortest paths computations) take linear time in the complexity of the
complexity of the annuli appearing in the recursion tree, which is made of

(using the

O(log n)

as new shortest paths), and to take the

levels, each containing annuli of total complexity

O(n).

shortest of these cycles. This concludes the description of the algorithm.

3.3 Notes

3.2.3 Correctness and complexity analysis
Proof of Theorem 3.1.

Most of the combinatorial and cross-metric surface model is taken from Colin de

The execution of the algorithm can be represented

Verdière and Erickson [18].

with a binary tree, where each node corresponds to a cross-metric annulus.
The root corresponds to

The algorithm for nding a shortest cycle separating two given faces was found

S ; internal nodes always have two children; leaves

by Reif [61]. The presentation above diers slightly: it illustrates the notion of

correspond to the base case of the recursion.
The algorithm terminates, since the path
at the

ith

p

cross-metric surface, which simplies the complexity analysis. Frederickson [35]

crosses at most



k/2i

provides a dierent method.

edges

level in the recursion tree, and by base case (1). In fact, this

proves that there are at most

dlog ke = O(log n)

A shortest circuit in a graph separating two given faces translates, in the dual, to a

levels in the recursion

minimum cut separating the two dual vertices. By the max-ow min-cut theorem,

tree. The correctness follows from the above considerations; clearly, the

a maximum ow yields immediately a minimum cut. Such a maximum ow in a
planar undirected weighted graph can be computed in

26

O(n log n)

time [6, 28].
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Computing shortest graphs with cut loci

The algorithm described here, and in fact all the algorithms in the subsequent
chapters, ultimately rely on the computation of shortest paths. In the combinatorial or cross-metric surface model, this is usually done by Dijkstra's

Chapter 4

O(n log n)-

time algorithm (except when the surface is planar). A more general model would
be the

piecewise linear model, where the surface is made of a gluing of Euclidean
(This requires much

Computing shortest graphs
with cut loci

polygons and all curves considered are piecewise linear.

more formalism.) In a piecewise-linear surface of complexity
can be computed in

O(n2 )

n,

shortest paths

time [14].

Let us x the notations for this chapter. Unless otherwise noted,

(S , M ∗ )

is a cross-metric surface (connected, compact, orientable, without boundary) of genus
of

M∗

g

and complexity

n.

Furthermore,

b

is a point inside a face

and is the basepoint of all loops considered in this chapter (we omit

the precision that the basepoint is

b

in the sequel).

4.1 Cut loci
b to a point in each face of M ∗ .1 The
cut locus C of (S , M ∗ ) with respect to b is the subgraph of M ∗ obtained by
∗
removing all edges of M crossed by T . It is therefore a graph embedded
on S . See Figure 4.1.

Let

T

be the shortest path tree from

Lemma 4.1.

Proof.

S \\C

is a disk.

At some stage of the growth of the shortest path tree

the union of all open faces of

1

M∗

visited by

T,

T,

consider

and of all edges of

M∗

Strictly speaking, the shortest path tree is not always unique: there may be several

shortest paths between two given points. However, uniqueness holds for generic choices
of the weights; in other words, it can be enforced using an arbitrarily small perturbation
of the lengths. By a slight abuse of language, we will therefore use the article the in
such cases, since it does not harm (and may help the reader) to think that uniqueness holds. Nevertheless, no algorithm or result presented here requires uniqueness of
shortest paths.

27
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b
Figure 4.1. The cut locus

M∗

edges of

crossed by

C

b

of a double torus (in bold lines) and the remaining

Figure 4.2. The loops

T.

This is an open disk; at the end, it contains all faces of

and its complement is

C.

In particular,

S \\C

Intuitively, we are inating a disk around

edge of

M ∗,

Dijkstra's algorithm implies that we can compute

C

in

Exercise 4.2 (Complexity of the reduced cut locus).

O(n log n)

9

Let

C0

M ∗ !); these weights can be computed with no time overhead during

A (possibly non-simple) loop or cycle is

time.
be the

Exercise 4.3.

e ∈ C,

the loop

crosses

e,

bounds a disk.

O(g).

σ(e)

is dened as a loop with basepoint

that follows the shortest path tree to go from its root

e,

Lemma 4.4.

and its incident edges with an edge connecting the two neighbors

Given an edge

b

root. This can be done so that all the loops
(except, of course, at their basepoint

σ(e)

Proof.

b

e

to the

loop

σ(e)

weight

of an edge

e

of

C

Prove that, on a disk or a sphere, every loop or

A simple loop (or cycle) is contractible if and only if it

If a loop bounds a disk, it is certainly contractible. The proof of

Our goal now is to give an algorithm to compute the shortest non-contractible

are simple and disjoint

loop.

bwe shall omit this triviality in the

sequel). See Figure 4.2.
Dene the

999

the converse is more dicult, and is deferred to Chapter 6.

to a face incident

and goes back from the other face incident with

if it can be continu-

cycle is contractible.

one vertex, together with its incident edge, and replacing every degree-two

0
of v . Prove that C has complexity

contractible

ously deformed into a point.

0
graph obtained from the cut locus C by repeatedly removing every degree-

with

e ∈ C.

4.2 Shortest non-contractible loop

b progressively, without allowing
C is the

set of points of the surface where the boundary of the disk touches itself.

v

for three edges

the cut locus computation.

is a disk.

self-intersections, until it occupies the whole surface; the cut locus

vertex

σ(e),

(in thin lines).

to be the length of the corresponding

(this is not the same as the crossing weight, dened for every

28

ALGORITHMS FOR GRAPHS ON SURFACES

4.
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4.2.2 Structural lemmas
Lemma 4.7.

Proof.
a

4.2.1 3-path condition

p · r̄

belongs to

Lemma 4.5.

Proof.

p, q ,
L.

and

r

Proof.
3-path condition

from

b

to

a,

if

p · q̄

move
if, for any point
and

q · r̄

belong

a 6= b and
to L, then

p · q̄ and q · r̄ are contractible, then so is
(p · q̄) · (q · r̄), which deforms continuously to p · r̄.

crosses
that

`

C

without loss of generality, we can

therefore

their concatenation,

C

at least twice; let

its rst and last crossing with
and

q,

both from

b

shortest path from

to

b

C.

times than

`,

L.

be a point on

This point

a

not on

splits

`

M∗

a, and we have ` = p · q̄ . Furthermore,
a; this path does not cross C .

let

r

p, q ,

and

r

implies that

Both paths are no longer than

` = p · q̄

p · r̄

C

O(n log n)

is contractible, it bounds a disk

cuts

S

inside

D

by Lemma 4.4. We

is a tree. But if it is not the

D0 ⊂ D, and
0
is D ; this is

Finding a shortest non-contractible loop can be done in
time. The loop computed is simple.

every edge

p

e

of

C

We rst compute the cut locus

a weight that is the length of

We show how to eliminate the edges

C \ e is a tree.

be the

q · r̄ does
C fewer

σ(e),

C , and assign to
O(n log n) time.

in

e such that at least one component of

This concludes, since it then suces to select the minimum-

weight remaining edge of
or

C

D

into at least two pieces, one of which

Proof of Theorem 4.9.

between

into two paths

σ(e)

Theorem 4.9.

` be a shortest
choose ` such that it
`

the re-

4.2.3 Algorithm

to

The 3-path condition applied to
not belong to

a

C;

impossible (Lemma 4.1).

as few times as possible. Assume, for the sake of a contradiction,

crosses

is a tree. One can them

case, this part contains a cycle, which further bounds a disk

See Figure 4.3 for an illustration of the proof. Let

L;

C \e

continuously over the tree to make it disjoint from

want to prove that the part of

Let L be a set of loops satisfying the 3-path condition. Some
shortest loop not in L crosses the cut locus C at most once.

loop not in

This loop deforms continuously

Assume rst that one component of

σ(e)

Conversely, if

Lemma 4.6.

Proof.

e.

which cannot be longer. The result follows.

sulting loop is contractible.

The set of contractible loops satises the 3-path condition.

If

at least once

Lemma 4.8. Let e be an edge of C . Then σ(e) is contractible if and only
if some component of C \ e is a tree.

Figure 4.3. Illustration of Lemma 4.6.

any three paths

σ(e),

C

is a disk). Hence some shortest non-contractible loop crosses

the cut locus exactly once, at some edge
to

of loops satises the

S \\C

(since

b

L

be a shortest non-contractible loop. By Lemmas 4.5 and 4.6,

the other hand, every non-contractible loop has to cross

p

A set

`

some shortest non-contractible loop crosses the cut locus at most once. On

q

r

Let

Some shortest non-contractible loop has the form σ(e).

C

(by Lemmas 4.7 and 4.8).

This graph pruning can be done in

O(n)

time: put all edges incident with

a degree-one vertex in a list. Then, while the list is non-empty, remove an

and cross

edge

implying the desired contradiction.

29

e

from it; remove it from

C

(unless it was already removed); if one
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or both of its endpoints have now degree one in

C,

4.

C \e

4.3.2 Preliminaries on homology

put the corresponding

edge(s) in the list. Clearly, this removes only edges
ponent of

e

such that no comWe introduce

is a tree. All them must eventually be removed, because a

over Z/2Z.

tree has a degree-one vertex (a leaf ).
Corollary 4.10.

O(n2 log n)

Proof.

time.

G = (V, E) embedded on S ,
E . It is a natural
Z/2Z-vector space : the addition of two subsets of E is the symmetric difference, multiplication by 0 gives the empty subset of E , and multiplication
by 1 is the identity.
considered are drawn on a very dense graph

M ∗,

run the algorithm in Theorem 4.9 with the

4.3 Shortest non-separating loop

A chain

` is separating

if

S \\` is not connected.

the faces of
of

is a

chains :

homology cycle

E

subsets of

if every vertex of

is incident with

E0

with exactly one black and one white incident face. Equivalently, if

(V, E 0 ),

which has one vertex inside each

0
face of (V, E ) and one edge crossing each edge of

So there

V

⊆ E is a homology boundary if
G can be colored black and white so that E 0 is the set of edges

we consider the dual graph of

A simple contractible

loop bounds a disk, hence is separating; the converse is false.

(V, E 0 ),

then

E0

is a

homology boundary if and only if this dual graph is bipartite.

are (essentially) three kinds of simple loops: contractible, separating but

Exercise 4.12.

not contractible, and non-separating. These three types are illustrated in

Exercise 4.11.

E0 ⊆ E

We consider

0
an even number of edges of E . A chain

4.3.1 Types of simple loops

Figure 4.2.

M ∗ .2

transversely to

basepoint in that face, and return the shortest loop.

A simple loop

1-dimensional homology for graphs embedded on surfaces,

To simplify matters, we assume here (and in Section 4.4) that all curves

Finding a shortest non-contractible cycle can be done in

For every face of

Computing shortest graphs with cut loci

999

1. Prove that the set of homology cycles (resp. homology boundaries)

9

forms a vector space, and that every homology boundary is a homology
cycle.

1. Give an algorithm that determines whether a given simple loop is sep-

2. Assume

arating.

S

is a sphere. Prove that every homology cycle is a homology

boundary. Indication: at some point, you will need the Jordan curve

2. Give an algorithm that determines whether a given simple loop is con-

theorem.

tractible. Indication: use Lemma 4.4.

A simple loop ` in G disconnects S if and only if it is a
homology boundary.
Lemma 4.13.

Our present goal is to compute the shortest non-separating (simple) loop.
We need rst to dene the notion of homology boundary, which generalizes

Proof.

the notion of separating loop to possibly non-simple loops. To anticipate,

face, in which case the only boundary is the empty set, or it has two faces,

we introduce a bit more technicalities than those needed for this sole pur-

2

pose.

Let

E0

be the set of edges of

`.

Either the graph

This would not be needed if we introduced

singular homology,

(V, E 0 )

has one

but I bet you do

not want to be inicted that. The assumption above is actually not needed: we only
require
that

G

G

to be dense enough so that the loops

σ(e)

are disjoint walks on

in Section 4.4). The existence of such a graph

G

and so

is clear, and it is never used in the

algorithms, only in proofs, so its complexity does not matter.

30

G

contains some shortest non-separating cycle (or some shortest system of loops,
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u

in which case coloring one face in black and the other one in white yields
a non-zero boundary.

v
So the notion of homology boundary extends the notion of being separat-

σ(v)

ing.
As shown in Exercise 4.12, the set of homology boundaries,
in the set of homology cycles,

Z.

B,

is included

Given a loop

`

in

G,

its

mod 2 image

`.

Z

and

is the set of edges of

G

b

σ(u)

B ; formally, it
is Z/B , the Z/2Z-vector space that is the quotient of the two Z/2Z-vector
spaces Z and B .
odd number of times by

σ(v)

The reverse inclusion does not hold in

general. Homology measures the dierence between

v

σ(u)

u

w

used an

(We sometimes identify a loop with its mod 2

w

image.)

4.3.3 Algorithm

Figure 4.4. A view of the disk

loops

σ(u)

and

σ(v)

S \\C ,

whose polygonal schema is

uvww̄ūv̄ .

points.

We prove here:

Finding a shortest loop that is not a homology boundary can be done in O(n log n) time. The loop computed is simple, and is
(therefore) also a shortest simple non-separating loop.

connected if and only if

Theorem 4.14.

to having

C \A

C \ τ (A)

is connected; this is in turn equivalent

connected.

Proof of Theorem 4.14.

The general strategy is very similar to the proof

Finding a shortest cycle that is not a homology boundary
(or a shortest simple non-separating cycle) can be done in O(n2 log n) time.

of Theorem 4.9.

A subset A of the edges of C disconnects C if and only if
the set of loops σ(A) disconnects S .

crosses the cut locus at most once, hence exactly once, at some edge

Corollary 4.15.

some shortest loop in

whose mod 2 images are ho-

G

whose mod 2 image is

not

a homology boundary

Exercise 4.12. A slight extension of that exercise implies that
whose mod 2 image is not a homology boundary has the form

A 6= ∅. Let D be the disk S \\C ; the
basepoint b belongs to the interior of D . Each loop σ(e) in σ(A) corresponds, in D , to two paths from b to the boundary of D , connecting twins
of e. See Figure 4.4.
τ (e)

G

σ(e)

e,

by

is in

the same homology class, and it is no longer. Hence some shortest loop

We may certainly assume

σ(e).

In particular, it is simple, and is therefore a non-separating loop (Lemma 4.13).
It must be a shortest non-separating loop in
loop is a homology boundary.

G

because every separating

It is therefore a shortest non-separating

loop, because we can (retroactively) assume that

e with σ(e), any path in
S \ σ(A) continuously retracts to a path in C \ τ (A), without moving
the endpoints if they already belong to C . This implies that S \ σ(A) is
Therefore, if we let

The set of all loops in

mology boundaries satises the 3-path condition. Hence, by Lemma 4.6,

Lemma 4.16.

Proof.

The

are cut into two paths connecting the basepoint to twin

be the intersection of

G

contains some short-

est non-separating loop.
By Lemma 4.16, we are thus looking for a minimum-weight edge

31

e

of

C
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C \e is connected; such edges are called non-bridge edges. Determining a minimum-weight non-bridge edge in O(n) time is a lovely exercise
such that

2.

and

(Exercise 4.17). Alternately, note that any minimum-weight edge not in a
maximum spanning tree of

C

complexity

O(n)

n.

that

is such an edge.

Exercise 4.17 (bridges of a graph).

9

Let

3.

G

G

9

Let

S

I be the
(S, I) is

Let

be a vector space of nite dimension over a nite eld

collection of all linearly independent subsets of

G = (V, E)

(a) Prove that

in

time. Indication: use depth-rst search.

S.

Prove

I

be the

a matroid.
be an (undirected, nite) graph, and let

collection of all subsets

be a weighted graph of

Give an algorithm to determine all the bridge edges of

999
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(E, I)

E0 ⊆ E

such that

(V, E 0 )

has no cycle.

is a matroid.

(b) What is the size of a maximal independent set in terms of

|V |

and

|E|?

4.4 Shortest system of loops

(c) Use Theorem 4.19 below to prove the correctness of Kruskal's minimum spanning tree algorithm.

In this section, we describe an algorithm to compute a shortest topological
decomposition of the surface. Namely, a

Let

system of loops L is a set of simple

loops meeting pairwise only at their common basepoint, such that

nd a basis
of setting

The algorithm builds upon the previous tools and also upon the notion of

with

matroid, which we now describe.

2.

I∈I

and

J ⊆ I,

is a nite set and

then

I

J ∈ I (I

independent sets.

A

Proof.

is

as large as possible. We stop

basis

We only prove here that, if

(S, I)

is a matroid, then the greedy

algorithm gives a maximum-weight basis; the converse is left as an exercise
for the reader (i.e., you); see Exercise 4.20.
Clearly, the greedy algorithm provides a basis. So, by Exercise 4.18(1), let

I

G = {g1 , . . . , gk }

is an inclusionwise maximal inde-

and

O = {o1 , . . . , ok }

be a greedy basis and a maximum-

weight basis, respectively. We assume that the

gi

and the

oi

are sorted in

decreasing order of weight; in particular, the greedy algorithm picks the

Exercise 4.18.

999

I . The greedy algorithm consists
y ∈ S \ I with I ∪ {y} in I and
when no such y exists.

and repeatedly choosing

by choosing at each step an element of weight as small as possible.

pendent set.

1.

w(y)

I = ∅,

Clearly, to get a minimum-weight basis, the same greedy algorithm applies,

is a non-empty collection

For reasons that will become clear in the next exercise, the elements of
are called the

w : S → R; assume we want to
I ) maximizing w(I), which

(an inclusionwise maximal set in

(S, I) is a matroid if and only if for each weight function,
the greedy algorithm leads to a basis of maximum weight.

closed under taking subsets );
if I, J ∈ I and |I| < |J|, then I ∪{z} ∈ I for some z ∈ J \I (exchange
property ).

1. if

closed under

Theorem 4.19.

4.4.1 Preliminaries on matroids
of

I

S,

is by denition the sum of the weights in

compute the shortest system of loops of a given surface.

(S, I) is a matroid if S
subsets of S satisfying:

be a non-empty collection of subsets of a nite set

taking subsets. Consider a weight function

S \\L

is a disk (refer to Figure 2.6(c) for an example). We give an algorithm to

A pair

I

gi

in this order.

Prove that all bases of a matroid have the same cardinality.

For the sake of a contradiction, assume

32

w(O) > w(G).

Then, for some

i,
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we have

oi > gi .

4.

To summarize:

such homology class exists.

G = { g1 ≥ g2 ≥ . . . ≥ gi−1 ≥ gi ≥ . . . ≥ gk }
<

In terms of loops, this means that the following greedy algorithm gives a
shortest homology basis of loops: add iteratively shortest loops to a set

o of {o1 , . . . , oi }
o has weight
algorithm, o should be

independent set. But

But, given a set of loops

the greedy

combination of

9

Exercise 4.23.

Prove the if  part of Theorem 4.19.

loops in

exist homology bases of loops:

image of a loop.
Recall that a

Proof.

Prove that every homology cycle is the mod 2

the set of all loops

`

such that

system of loops L

the homology class of a loop

`,

999

Let

S

L

and by

[L]

σ(e).

be a set of simple, disjoint loops in

G.

We can compute a a shortest homology basis of loops in
time. Furthermore, there are 2g loops, each of the form

By Lemma 4.22, computing a shortest homology basis of loops

boils down to computing a shortest inclusionwise maximal set of loops

is a set of simple loops meeting pairwise
is a disk. Denote by

is a linear

if and only if the homology classes of the

with linearly independent homology classes, or, equiva-

lently, that does not disconnect

S \\L

[`]

are linearly dependent.

σ(e1 ), . . . , σ(ek )

only at their common basepoint, such that
set of loops

L

O(gn + n log n)
σ(e).

(of their mod 2 images) form a basis of the homology vector space. There

999

L,

satises the 3-path condition. Therefore, each loop in

disconnects

Theorem 4.24.

homology basis of loops to be a set of loops whose homology classes

Exercise 4.21.

L

Prove that

4.4.2 Algorithm
Dene a

[L]

the greedy homology basis may be selected of the form

chosen; contradiction.
Exercise 4.20.

A0

0
subject to the fact that the loops in A are homologically independent.

The exchange property warrants that one can add an element

{g1 , . . . , gi−1 } while still having an
larger than gi , so, at the ith step of

Theorem 4.19 guarantees that this gives a

minimum-weight basis of the homology vector space.

and

O = { o1 ≥ o2 ≥ . . . ≥ oi−1 ≥ oi ≥ . . . ≥ ok }.
to

Computing shortest graphs with cut loci

S

(Exercise 4.23). This is equivalent to

computing an inclusionwise maximal set

[`]

S

of edges of

C

such that

C \S

is connected, with minimal sum of weights (Lemma 4.16). This precisely

the set of homology classes of a

means computing the complement of a maximum-weight spanning tree

L.

of

Some shortest homology basis is made of loops of the form
σ(e). In particular, the loops in that basis are simple and disjoint.

C.
C

S

Lemma 4.22.

Recall that

Proof.

v , and edges, e, of C
v−1
edges (Lemma 1.6), so the complement of a spanning tree of C has exactly
2g edges; we conclude that there are 2g loops in L.

Let

subsets of

S
S

be the homology vector space, and let
that are linearly independent.

cise 4.18(2)). For

s ∈ S,

(S, I)

I

is cellularly embedded on

with one face (Lemma 4.1).

Therefore, by Euler's formula, the number of vertices,

satisfy

be the set of all

is a matroid (Exer-

let

v − e = 2 − 2g − 1 = 1 − 2g .

A spanning tree always contains

C takes O(n log n) time. A maximum spanning
O(n log n) time using any textbook algorithm.
each have O(n) size, and there are 2g of these.

Computing the cut locus

w(s) = min {length(`) | `

loop such that

Then consider the following greedy algorithm: Let
set of homology classes. Iteratively add to

A

[`] = s} .

tree can be computed in
The actual loops may

A be an initially empty

The shortest homology basis of loops L computed in
Theorem 4.24 is actually a shortest system of loops.

a minimum-weight homol-

ogy class linearly independent with those already in

A;

Proposition 4.25.

stop when no
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Proof.

Every system of loops is made of

2g

4.

loops by Euler's formula. The

surface can cut it into a disk. We shall see a replacement of this notion in

homology classes of a system of loops are linearly independent (Exercise 4.23), and there are

2g

Section 4.5.3.

of these, so they form a basis. So any system of

loops is a homology basis. It therefore suces to prove that

L

4.5.2 Shortest paths relatively to a set of points

is a system

of loops.

L is a set of 2g

simple, disjoint loops that does not disconnect

along it yields a (connected) surface of Euler characteristic

S . Cutting
1 (because

We now extend the result of Section 4.4 to the case where there are more

(S , M ∗ ) be a cross-metric surface
without boundary, with a nite set P of k points, each in a dierent face
∗
of M . Let us call a P -path any path with endpoints in P . A system of P paths is a set of simple P -paths that are pairwise disjoint, except possibly
at their endpoints, cutting S into a topological disk, and meeting every
point in P ; equivalently, it is a graph embedded on S with vertex set
exactly P whose removal leaves a disk. Our goal is to compute a shortest
system of P -paths.
than one basepoint.

cutting along the rst loop keeps the Euler characteristic unchanged and
cutting along each subsequent loop increases it by one), hence a disk.

4.5 Extensions
4.5.1 Shortest loops on surfaces with boundary
Let

(S , M ∗ )

be a cross-metric surface with genus

components, and complexity

n.

g

and

b≥1

Sˆ

be the surface

S

Sˆ.
(S , M ∗ )

fore, to compute the shortest non-contractible loop in

Therewith a

given basepoint, it suces to compute the shortest non-contractible loop
in

(Sˆ, M̂ ∗ )

with that basepoint. Similarly, a loop in the interior of

separating if and only if it is separating in

Sˆ.

S

M ∗.

The

cut locus C

of

(S , M ∗ )

by

F.

It cuts

P.

S

into

k

Given an edge

topological disks, each

e

of the cut locus, the

is the concatenation of two shortest paths following the shortest

3-path condition

e

until each of them reaches a root.

P -paths: a set S of P -paths
satises this condition if and only if, for every point a and any three paths
p, q , and r from points in P to a, if p · q̄ and q · r̄ belong to S , then so does
p · r̄.
The

be the resulting graph.
is contractible if and only if it is contractible in

P
M ∗ crossed

path forest starting on both sides of

per attached handle. We assign innite weights to these new edges. Let

S

σ(e)

growing simultaneously from each

∗
is dened as the subgraph of M obtained by removing

containing exactly one point in
arc

M ∗,

and connecting every face of

with respect to

Sˆ is a surface without boundary. The graph M ∗ is not
cellularly embedded in S , but we can make it cellular by adding two edges

A loop in

P,

all edges of

where a handle is attached to each boundary

Specically, let

be a shortest path forest in

point of

We briey indicate how the results of

component. Thus

M̂ ∗

F

Let

boundary

Sections 4.2 and 4.3 generalize to surfaces with boundary.
Let

Computing shortest graphs with cut loci

generalizes as follows to

Homology is dened almost as in Section 4.3.2: we assume

is

very dense graph with

So, to compute the short-

P ⊆V.

A chain

E0 ⊆ E

is a

G = (V, E) is a

homology cycle if every

not in P is incident with an even number of edges of E 0 . A chain
⊆ E is a homology boundary if, as usual, the faces of (V, E 0 ) can be

vertex

∗
est non-separating loop in (S , M ), it suces to compute the shortest
3
∗
ˆ
non-separating loop in (S , M̂ ).

E0

colored in black and white such that every edge of

E0

is incident with one

homology basis of P -paths

There is no direct analog of the notion of system of loops for surfaces with

black and one white face. A

boundary, because no set of disjoint simple loops in the interior of the

whose homology classes form a basis of the homology vector space.

3

Here, instead of attaching a handle to every boundary component of

S,

Then as in Section 4.3.2, we have:

attaching

a disk would also work.

34

is a set of

P -paths
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4.

Computing shortest graphs with cut loci

4.6 Notes

Let (S , M ∗ ) be a cross-metric surface with genus g and
without boundary; let n be its complexity. Let P be a set of k points on S .
Finding a shortest homology basis of P -paths can be done in O(n log n +
(g+k)n) time. The basis computed is actually a shortest system of P -paths.
The number of P -paths in every system of P -paths, and every homology
basis of P -paths, is 2g + k − 1.
Theorem 4.26.

4.6.1 Discrete vs. continuous setting
Several tools of this section were described in a combinatorial setting for simplicity of exposition, but they have well-studied continuous counterparts.
In general, the cut locus of a point

4.5.3 Shortest arcs on a surface with boundary
We come back to the case of surfaces with boundary: Assume
has

to the notion of the
of

(S , M ∗ )

b ≥ 1 boundary components. A system of arcs on S is a set of disjoint
S into a disk (this is an appropriate analog of a system

thus

S are assigned a xed large enough
(S¯, M̄ ∗ ) is a cross-metric surface without bound-

P

be a set of points, one inside every disk glued to

the boundaries of
Call a

P -path

on

S.
S¯ admissible

actly two points. Admissible

S;

if it intersects the boundary of

P -paths

in

S¯

S

of

K

of a compact set

K ⊂ S:

S

It is closely related

it is the set of points

is realized by at least two points of

K.
K.

If

K

is

A

of the edges of

C , S \ σ(A)

deformation retracts to

C \ A.

for any subIn particular,

S \ σ(A)

is a disk if and only if the corresponding component of

C\A

(is

connected and) contains no non-contractible cycle, i.e., is a tree.

singular

As mentioned earlier, homology can be dened in a continuous setting (

homology ),

which vastly generalizes the ad-hoc route we took.

Let

S

be any

n-dimensional simplex. The set of n-chains Cn
is the vector space (say over Z/2Z, but this generalizes to arbitrary elds, and
even rings) generated by all continuous maps ∆n → S . There is a boundary
operator ∂n taking Cn to Cn−1 : the boundary of ∆n → S is a sum of n + 1 maps
∆n−1 → S , one for each face of ∆n . One checks the important property that
∂n−1 ◦∂n = 0, so Im ∂n ⊆ Ker ∂n−1 . The set of homology cycles is Zn := Ker ∂n−1
and the set of homology boundaries is Bn := Im ∂n . These vector spaces have
innite dimension (except in trivial cases), but their quotient Hn := Zn /Bn ,

topological space. Let

in ex-

precisely correspond to arcs

2W . Fur¯
thermore, a system of admissible P -paths in S corresponds to a system of
arcs in S . Since the algorithm of Theorem 4.26 only computes admissible
P -paths (provided W is chosen large enough), the above considerations
in

medial axis

whose distance to

x.

they have the same number of connected components, and one of the components

M∗

where all edges on the boundary of
ary. Furthermore, let

S\K

set

ing disks to each boundary component of S . Let M̄ ∗ be the graph

W;

is the set of points in

and 4.16) can be stated as follows for a surface with boundary:

the cross-metric surface without boundary obtained by attach-

crossing weight

S

The main topological property of a cut locus we have used (in Lemmas 4.8

of loops for surfaces with boundary).

S¯ be

in a metric space

nite, the medial axis contains in particular the Voronoi diagram of

simple arcs cutting

Let

x

for which there exist at least two distinct shortest paths to

this correspondence preserves the lengths, up to a shift of

the

yield:

∆n

be the

homology vector space, is usually of nite dimension; it is non-trivial to prove

that, under reasonable conditions,

H1

is isomorphic to the homology vector space

as introduced in Section 4.3.2.

Let (S , M ∗ ) be a cross-metric surface with genus g and
b ≥ 1 boundary components, and complexity n. Finding a system of arcs
can be done in O(n log n + (g + b)n) time. Every system of arcs is made
of 2g + b − 1 arcs.
Theorem 4.27.

The appropriate machinery for the generalization to the shortest system of
paths (and arcs) is

relative homology.

for more details on homology [38, 40].
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5.

Homotopy and universal cover

4.6.2 Algorithms

Chapter 5

Erickson and Har-Peled [29] gave the rst algorithms to compute the shortest
non-contractible or non-separating loop, relying on the idea of wavefront propagation. The method presented here is dierent; the idea of considering the edges
of the cut locus is borrowed from Erickson and Whittlesey [30].

Homotopy and universal cover

The 3-path

condition is a variation on Mohar and Thomassen [57, p. 110].
If the genus is small, then our

O(n2 log n)

algorithm is not very ecient; after

successive improvements [11, 48], the best algorithm up to date has runningtime

O(g 3 n log n)

[8]. In contrast, computing the shortest separating but non-

contractible simple cycle is NP-hard [12].

In this chapter, we introduce two important tools related to surfaces. The

The algorithm of Section 4.4 is due to Erickson and Whittlesey [30]; but their

notion of homotopy captures the intuitive notion of deformation. The
universal cover of a surface provides a way to compute paths restricted to

proof of correctnesss does not use the matroid property, and it seems it does not
generalize smoothly to systems of arcs; the present version is developed in Colin
de Verdière [17]. Matroids are important tools in theoretical computer science,

a given homotopy class, i.e., up to deformation.

both algorithmically and combinatorially; see Schrijver [65, Chapters 3949].

abcdāb̄c̄d¯). The
There is an O(gn)

form (for example

shortest system of loops is not necessarily in

canonical form.

time algorithm to compute a system of loops

5.1 Homotopy

NP-hard. There are other kinds of topological decompositions of surfaces, such

pants decompositions :

is a compact, connected, orientable surface, although

the denition would apply to almost arbitrary topological spaces.

in canonical form [49, 73], but computing the shortest such system is likely to be
as

S

In this section,

Note that there are systems of loops whose polygonal schema is not in canonical

sets of disjoint simple cycles that cut the surface into

5.1.1 Denition

spheres with three boundary components. The status of computing the shortest
pants decomposition is open [60].

Two paths

topic

p

and

q

on

S,

having both

u

and

v

as endpoints, are

homo-

if there exists a continuous family of paths whose endpoints are

u

and q . More formally, a homotopy between p and q is a
h : [0, 1] × [0, 1] → S such that h(0, ·) = p, h(1, ·) = q ,
h(·, 0) = u, and h(·, 1) = v . This denition applies in particular to the
case of loops (u = v ).
and

v

between

p

continuous map

5.1.2 Fundamental group
Let

b

be a point of

S.

of loops with basepoint

The relation is homotopic to partitions the set

b

homotopy class of a loop

36

into

`.

homotopy classes.

Let us denote by

[[`]]

the

The set of homotopy classes can be equipped
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with the law  · dened by

[[`]] · [[`0 ]] = [[` · `0 ]],

5.

Homotopy and universal cover

and, with this law, the

b is a group, called the
π1 (S , b) or more concisely

set of homotopy classes of loops with basepoint

fundamental group
π1 (S ),

of

(S , b)

and denoted by

whose unit element is the class of contractible loops.

In particular, the fundamental group of the disk or the sphere is trivial:
two paths having the same endpoints are homotopic.
group of the annulus is

Z

The fundamental

(the homotopy class of a loop is the same as the
(a)

signed number of times it winds around the hole), and the fundamental

2
group of the torus is Z .

Figure 5.1.

(b)
(a): An annulus

black). (b): Its universal cover

5.2 Universal cover
Informally, the

S ,

but is much larger

to innitely many points in

f which
S is a surface S
than S : it is not compact

S

generally corresponds (lifts)

paths are homotopic in

S

a

f.
S
b

The universal cover is thus a tool to compute homotopy.

5.2.1 Examples
S

a

if and only

if these paths can be lifted to paths which have the same endpoints in

Let

(a)
Figure 5.2.

be the annulus depicted on Figure 5.1(a). If this annulus is cut along

(b)
(a): A torus.

(c)

(b): A polygonal schema of the torus.

many copies of this rectangle, we obtain an innite strip, depicted on

f. There is a natural projection
S
f onto S , such that a path in S can be lifted to a path (in
π from S
f. We see that two paths p and p0 are
fact, innitely many paths) in S
0
f
homotopic in S if two lifts of p and p starting at the same point of S

a square whose opposite sides will be identied to obtain

Figure 5.1(b), which will be denoted by

f are
S

its universal

fashion: hence, it is the plane (Figure 5.2(c)).

5.2.2 Denition and properties

loops),
Precisely, a

and the other one is non-contractible (its lifts are not closed).

universal cover

f, π), where:
(S
f is a (possibly
 S

The same kind of gure can be drawn for the torus (Figure 5.2(a)). If this

S

S,

cover consists of innitely many copies of this copy organized in a grid-like

have the same targets. The two loops represented on the gure are not
homotopic, because one of them is contractible (its lifts in

(c): The

universal cover of the torus.

the dashed line segment, we obtain a rectangle; if we glue together innitely

torus

f
S

b

a surface

(except in trivial cases) and every point in

f; two
S

basepoint (in
vertices of

in black are the lifts of the basepoint.

universal cover Sf of

locally looks like

S and two loops with the same
f, with lifts of these loops. The
S

is viewed as a polygonal schema in canonical form (Figure 5.2(b)),
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of a connected surface

S

is the data of a pair

non-compact) surface which is

simply connected,
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i.e., every loop in

fis
S

5.

contractible;

f onto S , called projection, which is
S
a local homeomorphism : any point x of S has an open, connected
−1 (U ) is a disjoint union of open sets
neighborhood U such that π
(Ui )i∈I and π|Ui : Ui → U is a homeomorphism.

 π

Homotopy and universal cover

is a continuous map from

(a)

(b)

(c)

(d)

Every connected surface (possibly with boundary) has a universal cover
(we will provide constructions in the following sections).

On the other

hand, two universal covers are isomorphic (that is, there is a homeomorphism between them that projects to the identity map). This allows to
speak without ambiguity of
A

lift

of a path

p

the

lift property :

π −1 (y).
the

pe in
f, π) that
(S
let

p

be a path in

S

two paths

f;
S

intersection property :

either a lift of

p

(e)

whose source is

f,
pe in S

y;

let

whose source

x ∈
is x,

S

After one elementary step,

p1 and p2 with the same endpoints
pe1 and pe2 sharing

a path

p

in

S

self-intersects, or two lifts of

p

P

be of two types: there are

active

the construction of

intersect.

boundary of

S.

the case where all vertices of

project to the boundary of
face of

G

G

on

belong to the

This latter restriction is not severe, as every surface with

boundary has a cellular embedding where all vertices are on the boundary. However, the construction below does

not

apply to surfaces without

G,

S ).
S.

The following process is iterated:



let

G

in

P



0
let p be a copy of the face of

G

adjacent to



0
we glue p to



0
the edges of p which do not project to the boundary of the surface

p

be a copy of a face of

p

via the edge

a,

with an active edge

π(p)

of the universal cover of

a;

through

π(a);

a;

which is made inactive.

Figure 5.3 presents an example of this construction.

S built so
far, which is a topological disk. P is made of copies of faces of G (in other
words, the image, by π , of each point of P is known). The edges of P can
P

edges, which are

and all the edges of this copy are active, except the edges which

are made active, except

boundary (you will have to wait until the next chapter).
The algorithm maintains a portion

inactive

G in P (or to one copy, if they
Initially, P consists of a copy of one single

already incident to two copies of faces of

is a cross-metric surface). For convenience, we sketch

f in
S

(c):

edges, beyond which the construction of

the universal cover needs to be proceeded, and

project to the boundary of

S

G.

consists of two copies of faces. (d): A few stages

later. (e), (f ), (g): Continuation of the process.

self-intersects if and only if

be a surface with boundary with a cellular graph embedding

it (for example,

(g)

The active edges are depicted in bold lines. (a): The polyhedral surface itself.

5.2.3 A construction of the universal cover
Let

(f )

Figure 5.3. The construction of the universal cover of a surface with boundary.

if and only if they have two lifts

the same endpoints in
the

we will use are:

(b): Initialization of the construction with one single copy of a face of

homotopy property :
S

S.

π ◦ pe = p.

π ◦ pe = p;

are homotopic in



that

Then there exists a unique path

such that



universal cover of a surface

fsuch
S

is a path

The main properties of



the

This process is, of

course, innite (except in the case of the sphere or the disk). It is clear
that the space built by the algorithm is simply connected, because the
dual graph of its vertex-edge graph is a tree.
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6.

Tightening paths on surfaces

Figure 5.2 shows a construction of the universal cover of the torus. In the

Chapter 6

next chapter, we will see how the universal cover of higher-genus surfaces
without boundary looks like.

Tightening paths on surfaces

5.3 Notes
Homotopy is a very natural and geometric notion (compared with homology, for
example). However, homology has more algebraic structure and is therefore more
tractable. Homotopy problems are generally hard: determining whether a loop
is contractible is

undecidable

in innocent-looking spaces such as two-dimensional

(S , M ) be a combi-

simplicial complexes and four-dimensional manifolds. The case of manifolds of

In this chapter, we consider the following problem. Let

dimension three is related to the Poincaré conjecture, solved only recently [58,59].

natorial surface (compact, connected, orientable, possibly with boundary).

Massey [54, Chapter 5] contains details on the construction of the universal cover

Let

of more general topological spaces. The construction of the universal cover for

eciently can we compute the shortest path homotopic to

surfaces with boundary is also described by Hershberger and Snoeyink [42].

p

be a path on

(S , M )

We say that a path is
paths.

tight

represented as a walk in the graph

M.

How

p?

if it is as short as possible among all homotopic

We are therefore looking for a tight path homotopic to

p.

The

problem is formulated entirely in terms of combinatorial surfaces; however,
the algorithm crucially relies on cross-metric surfaces and its ability to
encode crossings between curves.
Of course, the answer is obvious in cases where the surface is topologically
trivial: in the sphere or the disk, any two paths with the same endpoints are
homotopic, so the answer is just any shortest path between the endpoints
of the input path. We henceforth assume that we are not in such cases.
The problem can be reformulated as computing a shortest path in
between the endpoints of a lift of

p.

One diculty is that

f is
S

f
S

innite

(except precisely for the sphere and the disk). The general approach to
solve this problem is as follows:
1. compute a lift

p̃

of the input path;

2. build a suitable part
endpoints of

P

of the universal cover of

P

p̃0

in

P

between the endpoints of

p̃.

has to be large enough to contain the shortest path in

between the endpoints of

39

containing the

p̃;

3. compute the shortest path
Of course,

S,

p̃, but small enough

f
S

to allow a good complexity.
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6.

Tightening paths on surfaces

This is done with the help of a preprocessing step: initially, we compute a

p̃0

certain set of curves on the surface that splits it into disks, such that
cross a lift of a curve only if

p̃

can

does. For this purpose, we will see that the

decomposition needs to consist of tight curves. It turns out that tightening
paths on surfaces is much easier for surfaces with boundary, because there
exists a shortest system of arcs (Section 4.5), so we rst focus on this case.

6.1 Surfaces with boundary
In this section,

(S , M )

is assumed to have at least one boundary compo-

nent. We will prove:

Assume S has genus g, b ≥ 1 boundary components, and
complexity n. Let p be a path in (S , M ) of complexity k.
After a preprocessing step on (S , M ) in O((g + b)n + n log n) time, we
can compute a shortest path homotopic to p in O((g + b)nk) time.
Theorem 6.1.

Figure 6.1. Primal (solid) and dual (dashed) graphs on a combinatorial annulus.

gluing copies of

(S , M ∗ ), as follows
(Figure 6.1). Glue a disk to each boundary component of S , obtaining a
surface without boundary S¯. The graph M is cellularly embedded on S¯;
∗
let M be the dual of the primal graph M on (S¯, M ); remove the disks

We can dene a cross-metric surface with boundary,

Proposition 6.2.

M ∗;

(S , M ∗ ),

(S , M ),

∗
graph M in

f,
S

The rst one is short and

techniques.

M

is

6.1.1.1

trivial.

f is
S

Every arc in A is tight.

it suces to tighten it

because transforming the resulting path to a walk on

The universal cover

D,

D).

natural; the second one, while more pedestrian, makes use of interesting

furthermore, add the mandatory boundary edges

of innite weight. To tighten a path on
on

together (forgetting about the internal vertices of

We give two dierent proofs of this result.

we glued to the boundary components, and the corresponding vertices and
pieces of edges of

D

and then later re-creating the internal structure of

Homotopic arcs are homologous

Proposition 6.2 follows directly from the following important lemma, since

naturally a cross-metric surface: simply lift the

the shortest system of arcs is made of shortest loops within their respective

with the same weights.

homotopy classes:

6.1.1 Tightness of the shortest system of arcs
Let

A

be the shortest system of arcs of

disk obtained by cutting

S

along

A.

(S , M ∗ ).

Let

D = S \\A

Lemma 6.3.

Proof.

be the

S

As usual when using homology, we assume the arcs,

walks in some rened graph

The construction of Section 5.2.3

applies: we may build any nite portion of the universal cover of

Two homotopic arcs on a surface are homologous.

cover, we obtain lifts

by

40

ã

and

G = (V, E). Lifting them
b̃ with the same endpoints.

a

and

b,

are

to the universal
We may as well
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lift

G,

obtaining an innite graph

image of

ã

and

G̃ = (Ṽ , Ẽ).

Let

6.

Ẽ 0 ⊆ Ẽ

be the mod 2

c1

b̃.

By similar arguments as in Exercise 4.12(2), one can label the faces of the
graph

G̃

Tightening paths on surfaces

Ẽ 0

if and only if

G̃ corresponding to a given face of (Ṽ

, Ẽ 0 ) have the

with 0s and 1s so that an edge in

Ẽ

belongs to

`

it is incident to faces with dierent labels.
In particular all faces of

c2

same label. We may actually assume, up to exchanging the 0s and the 1s,

(Ṽ , Ẽ 0 ) is labeled 0, because every boundary comof S˜ contains an even number of points of a and b. In particular,
many faces of G̃ are labeled 1.

that every innite face of
ponent
nitely

Now, project this labeling onto

S:

every face of

Figure 6.2. A step of the proof of Lemma 6.4.

Hence, let us assume that there is at least one crossing between

G gets as label the mod 2

arc

sum of the labels of its lifts. (The sum is nite, by the preceding paragraph.)

E0

is precisely the set of edges incident with faces with dierent

labels, and is the mod 2 image of

a

and

b;

`

and an

a ∈ A.

a at least once with the opposite orientation.
γ (i.e., let us forget the basepoint of `). The
two crossings split the cycle γ into two paths c1 and c2 (Figure 6.2). For
k = 1, 2, it is possible to extend ci to a closed path c0i , so that A/c0i = A/ci ,
by adding a piece of a path which goes along a part of a. By the induction
hypothesis, A/c1 and A/c2 are parenthesized. In addition, A/c equals, up
As

this proves that the two arcs

`

is a loop, it must cross

Consider now

are homologous.
As a side remark, the same arguments show that two homotopic loops or
cycles are homologous.

`

as a cycle

to cyclic permutation,
6.1.1.2

Let

X

A

Crossing words

a · (A/c1 ) · ā · (A/c2 )

∗
be a family of arcs on (S , M ), and

be the set of

letters

of the form

a

or

ā,

c

∗
be a path in (S , M ). Let
Therefore,

a ∈ A. Walk along c and,
a ∈ A, write the letter a or

where

each time we encounter a crossing with an arc

disjoint from all arcs in
arcs

it reduces to the empty word by successive removals of consecutive pairs

aā

or

āa.

A.

The result is trivial if

`

does not cross any arc in

lift, in

f,
S

to

w := Ã/(c̃· ã) is parenthesized by Lemma 6.4,
and it equals Ã/c̃ since a does not cross A. If w is the empty word, then
a and c both live in D. We may therefore assume c is simple (removing
its loops cannot make it longer). Then, if we replace a by c, we also get a
Therefore, the crossing word

We prove the result by induction on the number of crossings between

and the arcs in

c

let

c̃ into ã without increasing its length, which will prove the result.
Let Ã be the set of all lifts of the arcs in A.
f into two connected components.
Note that every lift of A separates S

Assume every arc a ∈ A separates the surface into two
connected components, and that the arcs in A are pairwise disjoint. Let `
be a loop. Then the crossing word A/` is parenthesized.
`

and

a be a slightly translated copy of an arc in A,
c be a shortest arc homotopic to a. These
two arcs ã and c̃ with the same endpoints. We

Let

A;

will move

Lemma 6.4.

Proof.

a

ā · (A/c1 ) · a · (A/c2 ).

is also parenthesized.

Proof of Proposition 6.2.

ā, according to the orientation of the crossing. The resulting word is called
the crossing word of c with A, denoted by A/c. A word is parenthesized if
of letters of the form

A/c

or

A.
41
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c̃

Let

q̃

be the shortest path in

rithm returns

q,

P

Tightening paths on surfaces

with the same endpoints as

the projection of

q̃

onto

p̃.

The algo-

S.

q̃ is a
f
shortest path in the universal cover S , not only in P . Let r̃ be the shortest
fwith the same endpoints as p̃; we will move r̃ inside P without
path in S

To prove the correctness of the algorithm, it suces to prove that

d˜

d˜

increasing its length, which concludes.

Figure 6.3. The uncrossing operation used in the proof of Proposition 6.2.

Since

p̃

and

r̃

have the same endpoints, they cross a lift

ã

of an arc in

A

an odd number of times if and only if their endpoints are in distinct com-

c

system of arcs, so

cannot be shorter than

a.

This indeed means that

f\\ã. On the other hand, without loss of generality, we may
S
assume that r̃ crosses every lift of A at most once: for if it crosses a given
lift ã twice, then we may shortcut r̃ as in Figure 6.3; this does not make it
longer, since ã is a shortest path. So r̃ crosses only lifts of A crossed by p̃,
and therefore remains in P .
ponents of

a

is tight.

w is non-empty, then c̃ crosses consecutively the same lift d˜ of an arc in A,
˜1 be the corresponding
with opposite orientations (Figure 6.3); let c̃1 and d
subpaths of these lifts between the crossing points. Since c̃ is a shortest
˜, the subpath d˜1
path, we may assume that c̃1 is simple. Replacing, in d
˜1 . So we
by c̃1 would give a system of arcs, so c̃1 cannot be shorter than d
may replace, in c, its subpath c1 by d1 without changing its length or its
If

6.1.3 Complexity analysis and renement
It remains to bound the complexity. For this purpose, we need to bound

homotopy class. This removes two crossings; we conclude by induction.
Exercise 6.5.

9

the number of times the input path
Prove Lemma 4.4 in the case of cross-metric surfaces

p

crosses the shortest system of arcs.

This is most eciently done using the following modication of the algo-

(S , M ∗ ),

with boundary, using Lemma 6.4 and techniques similar as those in the

rithm: Instead of considering the cross-metric surface

previous proof.

+
+ is a weighted graph
sider the cross-metric surface (S , M ), where M
∗
obtained by
M with its primal graph M (Figure 6.1).

overlaying

6.1.2 Algorithm
(S , M ).
(S , M ∗ ).

on

M + are either vertices of M , vertices of M ∗ , or intersections
∗
∗
between an edge e of M and its dual edge e of M . Each edge of M and
∗
+
dual edge in M is partitioned into two edges in M . Finally, each face
+ is a quadrilateral. The complexity of M + is asymptotically the
of M
∗
same as M .

The vertices of

We now describe an algorithm to tighten a path
surface

p

in the combinatorial

We start by computing the shortest system of arcs

Any nite portion of the universal cover of

S

can be built using

Section 5.2.3. In particular, we may compute a lift

p̃

A,

A

as in

of the input path

p,

P of the universal cover traversed
D := S \\A; follow p in D until it

together with the corresponding part
by

p̃:

start with a copy of the disk

exits the currently built portion
portion a copy of

D

we con-

P

p̃

of

p;

cross-metric surface, we assign a crossing weight

to each

as follows. If

innite crossing weight. Otherwise,

e+ is on the boundary
+ is contained in an
if e

of

S,

it has

edge of

M ∗,

it has the same crossing weight as that dual edge; otherwise, its crossing

of the universal cover, and add to this

necessary to prolongate the lift

(S , M + ) as a
+ of M +
edge e

To treat

weight is made innitesimally small.

iterate.

1

42

1

Equivalently, we can take the crossing weight of any edge in

M∗

to be a vector
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We actually compute the shortest system of arcs

A

Tightening paths on surfaces

in this cross-metric

+
surface (S , M ). By construction, every arc in A is of the form σ(e), and
+ at most twice. Note that the input
therefore crosses a given edge of M
path

p

is a walk in the graph

M,

at most four times. So there are

so every edge of

O((g + b)k)

p

A
A.

crosses every arc of

crossings between

p

and

O(g + b) arcs of A has complexity O(n), so the disk D has
O((g + b)n). Furthermore, the preceding paragraph implies
that p̃ visits O((g + b)k) copies of D . The portion P of the universal cover
2
we thus need to explore has complexity O((g + b) nk). The algorithm

Each of the
complexity

Figure 6.4. An octagonal decomposition built by the algorithm.

Assume S is a surface with genus g ≥ 2, no boundary,
and complexity n. Let p be a path in (S , M ) of complexity k. After a
preprocessing step on (S , M ) in O(gn + n log n) time, we can compute a
shortest path homotopic to p in O(gnk) time.

computes a shortest path in this space, and this takes linear time since

P

is planar. This completes the proof of Theorem 6.1, up to an

Theorem 6.7.

O(g + b)

factor in the complexity, which is removed in the following exercise.
Exercise 6.6.

9

Let

(S , M )

nected, orientable), with genus
complexity

n.

Let

(S , M ∗ )

1. Prove that one can, in

system of arcs A:
face of

A

be a combinatorial surface (compact, con-

g

and

b ≥ 1

boundary components, and
The main tool is an

be the associated cross-metric surface.

See Figure 6.4. If we lift the cycles of an octagonal decomposition to the

a set of pairwise disjoint simple arcs such that every

A.

universal cover of the surface, we obtain a tiling of the unit open disk with

Indication: extend

octagons, where each vertex has degree four; see Figure 6.5.

the shortest system of arcs.
2. Show how to reduce the time complexity of Theorem 6.1 from

b)2 nk)

to

Exercise 6.8.

O((g +

with genus

O((g + b)nk).

The

O

be an octagonal decomposition of a surface

O.

S

Deduce that no

main ideas, referring to the research paper [18] for details.

of

of a set of curves on a cross-metric surface

(S , M ∗ )

is

M ∗.

Let (S , M ∗ ) be a cross-metric surface with complexity n, genus g ≥ 2, and no boundary. In O(n2 log n) time, we can construct a tight octagonal decomposition of (S , M ∗ ) in which each cycle has
multiplicity O(1).

We assume

g=1

multiplicity

the maximal number of times the union of the curves crosses a given edge

ary. This is much more involved and technical, so we mostly sketch the
has genus at least two and no boundary; the case

Let

Compute the number of octagons of

could be used instead?

In this section, we explain how to tighten paths on surfaces without bound-

S

99

g ≥ 1.

octagonal decomposition exists for the torus. What kind of decomposition

6.2 Surfaces without boundary

that

an arrangement of simple

cycles in which every vertex has degree four and every face has eight sides.

O((g+b)n+n log n), compute a tight triangulated

is incident with exactly three arcs in

octagonal decomposition :

Proposition 6.9.

is indeed

exceptional (but the result is similar).

(`, 0) for some non-negative real number `, and the crossing weight of any edge in M to
be (0, 1). Crossing weights are now vectors, which are added normally and compared

We will admit this result. The main steps of the construction are shown

lexicographically.

in Figure 6.6; it uses shortest non-contractible or non-separating arcs or
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Tightening paths on surfaces

Figure 6.5. Universal cover of an octagonal decomposition.

cycles on the surface (Chapter 4), ultimately relying on Dijkstra's algorithm and on Theorem 3.1. A tight pants decomposition (a decomposition
of the surface into spheres with three boundary components) is built, and
then cycles are computed within neighboring pairs of pants. The main difculties are (1) to prove that every output cycle is tight, which essentially
holds by uncrossing arguments similar to those of the previous section,
and (2) to bound the multiplicity of each cycle.

6.2.1 The universal cover
Let

O

be a tight octagonal decomposition of a surface

ary. We call any lift of a cycle in

O

S

without bound-

to the universal cover

Figure 6.5. The set of lines is denoted by

fa
S

line ;

see

e.
O

Let S be the non-empty union of nitely many
octagons in the four-valent octagon tiling of the unit disk. Some octagon
in S has at least ve consecutive sides on the boundary of S .
Lemma 6.10 (Dehn [20]).

Sketch of proof.
in

S

See Stillwell [67, p. 188].

Figure 6.6. The construction of the octagonal decomposition.

Intuitively, take one octagon

as far as possible from the center of the disk in Figure 6.5. It has at
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least ve octagons adjacent to that octagon that are even further from the
center, hence not in

Assume that

S.

`

p̃0

crosses some line

`

Tightening paths on surfaces

at least twice, at points

is a lift of a tight cycle, every subpath of

`

the subpath from

Corollary 6.11. Let S be the non-empty union of nitely many octagons
in the four-valent octagon tiling of the unit disk. Then at least ve distinct
lines contain edges on the boundary of S . In particular, two lines in the
tiling cross at most once.

lines in

The

perimeter

of a set of octagons is the number of edges on its boundary.

v.

a cycle

and

integer

of

p.
of

one also says

γ

if

p(t) = γ((ut + v) mod 1)

for some real

wraps around γ if δ(t) = γ(m · t), for some
that δ is the mth power of γ . Observe that a

A cycle

δ

need the following result, which we admit [18]:

Any path or cycle on S that wraps around a tight

Let p̃ be a path in Sf, with endpoints x and y; let L be
the set of lines in Oe crossed an odd number of times by p̃. Let p̃0 be a
shortest path with endpoints x and y, where the lines in Oe are assigned
innitesimal crossing weight. Then p̃0 crosses exactly once each line in L
and no other line.
Lemma 6.14.

`

e
O

f,
S

x
crosses ` an odd number of times if and only if ` separates x and y .
0
it suces to prove that p̃ crosses each line at most once.
Since each line

The algorithm exploits this characterization by constructing a subset

fof
S

small complexity that contains both

p̃

and some shortest path

p̃0 .

S (Proposition 6.9). Conf. For
p in S , and let p̃ be a lift of p to the universal cover S
+
f
e
any line ` in O , let `
denote the component of S \ ` that contains the
starting point p̃(0).
e crossed by p̃, in order of
Let `1 , `2 , . . . , `z be the sequence of lines in O
their rst crossing. Let L0 = ∅, and for any integer i between 1 and z , let
fi be the subset of S
freachable from p̃(0)
Li = Li−1 ∪{`i }. For each i, let S
by crossing only (a subset of ) lines in Li , in any order. Combinatorially,
fi is a `convex polygon' formed by intersecting the `half-disk' `+
the region S
0
for all lines ` not in the set Li . By Lemma 6.14, some shortest path p̃
between the endpoints of p̃ crosses only a subset of the lines that p̃ crosses;
0
fz . For this reason, S
fz is called the relevant region
so p̃ is contained in S
f
of S (with respect to p̃).

path wrapping around the cycle several times is not a subpath). We will

Proof.

p on a surface S . Let p̃ be a lift of p to the
f, and let p̃0 be a shortest path in S
fbetween the endpoints
S
0
p̃. Projecting p̃ back down to S gives us a shortest path homotopic to

Let

subpath of a cycle wraps around it, but that the converse is not true (a

cycle is tight.

Since any pair of

O

be the tight octagonal decomposition of

sider a path

numbers

Proposition 6.13.

`.

intersect at most once (Corollary 6.11), this exchange results

universal cover

two. The base case is a single octagon.

wraps around

with the shortest path in

by replacing

Consider an arbitrary path

boundary of the union (Lemma 6.10) reduces the perimeter by at least

u
m;

v

p̃0

6.2.2 Building the relevant region

Removing an octagon with at least ve consecutive sides on the

p

to

Since

impossible.

Any union of N octagons, 1 ≤ N < ∞, in the four-valent
octagon tiling of the unit disk has perimeter at least 2N + 6.

A path

u

v.

in a path with fewer line crossings (and possibly shorter length), which is

Lemma 6.12.

Proof.

e
O

and

is a shortest path, by Propo-

sition 6.13. Thus, we can remove the two crossings from
A trivial but important corollary is:

u

in

separates

a path connecting

and

Lemma 6.15.

connected.
Proof.

For any line ` and any i ≥ 0, ` ∩ Sfi is either empty or

`i between two points x and y in
0
and suppose some line ` crosses `[x, y]. Since two lines cross at
0
0
most once, the points x and y are on dierent sides of ` . Since ` separates

y

fi ,
`∩S

Hence

45

Let

`[x, y]

be the segment of
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Hence, since every line in

L

has a point in

Tightening paths on surfaces

`+
i ,

no outer line can be in

Only the rst and last inner lines contribute a side to the boundary of
Neither of these two lines is in

?

O10

O20

O30

O40

O1

O2

O3

O4

L.
f.
T

L, for otherwise one of the starred octagons
fi−1 .
S

in Figure 6.7 would also belong to

`i

Lemma 6.17.

?

Proof.

Let

v

fz contains
S

at most 7z + 1 octagons.
fz . Depending
S
{`1 , . . . , `z }, either

be a vertex on the boundary of

zero or one line incident to
octagons incident to

v

v

belong to

belong to

fz .
S

on whether
one or two

In the former case, we say that

v

is

extremal boundary vertex, and in the latter case, we say that v is a at
boundary vertex. If there is no at boundary vertex, then there is exactly

an

one octagon, and the lemma holds.
Every at boundary vertex is the intersection of some line
Figure 6.7. From

the universal cover but

fi−1
S

fi is
S

fi (all
S

shaded).

`[x, y]

belongs to

Li .

It

`i

separates

fi .
S

Proof.

Let

Lemma 6.15 implies that

in the set

octagon

Oj0

a vertex of

L = {`1 , . . . , `i−1 }.

Obviously

Oj0 ,

and ve

two

`i

is not in this set. Each

inner

lines that cross

`i

0
intersect an inner line `

0
of Oj .

p(0),

fz is
S

now straightforward.

the starting point of

p.

f0 is
S

a copy

To compute

fi ,
S

p̃

until it exits the previous region

f

We can conclude the proof of Theorem 6.7 along the same lines as in

at

We consider a path p, represented as a walk
M , of complexity k . As above, we actually compute the tight octagonal
+
decomposition O in the rened graph M . In particular, p has O(gk)
crossings with O .
the case with boundary.

lines.

of some octagon

The lemma now follows directly

6.2.3 Conclusion

in

Oj0

`i , then it would also
0
6= `
Thus the lines `, ` , and `i would
e,
pairwise intersect, and these three lines would bound a disk in the tiling O

If some outer line

`

outer

`i ,

with the

Si−1 . At the exit point, the
0
path is crossing `i into some octagon Oj (with the notation of Figure 6.7).
fi , we append the octagons O0 , . . . , O0 .
To complete S
u
1

we follow

(the lightly shaded region in Figure 6.7).

is bounded by eight lines:

fz is at most 14z .
S

of the octagon containing

To prove the lemma, it suces to show that none of the lines bounding

f are
T

`i

such vertices by Lemma 6.15.

extremal boundary vertices, all on the boundary of the same octagon.

Constructing the relevant region

fi = S
fi−1 ∪ O0 ∪ · · · ∪ O0 .
S
u
1

f = O0 ∪ · · · ∪ O0
T
u
1

2z

from Lemma 6.12.

j

Lemma 6.16.

There are at most

Thus, the perimeter of

fi−1 on its
`i intersects S
boundary, along a connected set of octagons O1 , O2 , . . . , Ou . For each j
0
between 1 and u, let Oj be the reection of Oj across `i . See Figure 6.7.
0
fi−1 .
The octagons O do not belong to S
Since

fz .
S

Between two consecutive at boundary vertices, there are trivially at most

6
connected, this line must be in the set

follows that the entire segment

f,
S

(dark shaded) to

boundary of

intersected

We build the relevant region of the universal cover corresponding to a lift

contradicting Lemma 6.10.

of

46

p,

as described in Lemma 6.16.

p̃

Since every octagon has complexity
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O(n),

Lemma 6.17 shows that this phase takes time

Bibliography

O(gnk),

and this is

Bibliography

the complexity of the relevant region.
Now let

L

be the set of lines crossed an odd number of times by

Lemma 6.14, there is a shortest path
that crosses each line in

L

q̃

p̃.

By

with the same endpoints as

exactly once and no other line; in particular

p̃
q̃

remains in the relevant region, and we can compute it in time linear in the
complexity of the region, i.e., in
Exercise 6.18.
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